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The purpose of this will become clearer when we create our EC2 instance, so for now, click Next to 
continue on:

Figure 19.18: Attaching the AmazonSSMFullAccess policy to our role

The next screen that will appear will give us the ability to add one or more tags. We’ll skip this for now, 
but you can feel free to add any tags you’d like here. Tags allow you to attach information to a resource 
and aren’t limited to IAM roles. You can add any descriptive information you feel is pertinent, if you 
wish. Tags are simply key: value pairs, so there’s no specific naming scheme to follow here. Add tags 
if you wish to do so, and when you’re finished with this screen click Next: Review.
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The final screen will give us a review of the settings we’ve chosen so far, as well as an option to name 
the role, and add a description if we wish to do so. Although it’s optional, I recommend giving the role 
a name, to make it easier to identify later. When you’re finished, click Create role:

Figure 19.19: Adding a name and description to our role

When it comes to setting up our IAM role, we’re all set—the role has been created and we can go ahead 
and use it. Next, it’s time to create our Ubuntu instance.

Creating an Ubuntu Server instance in AWS
Now it’s time to see our work come together and create our Ubuntu instance. In the AWS console, we 
should first access the EC2 service to get started. You can easily find any service by typing its name 
into the search box within the console; so if you start typing EC2 into that field, you should see EC2 
on the list. After you click on that, click on Instances on the left side of the screen. After doing that, 
you’ll see a screen with a button labeled Launch instances:

Figure 19.20: The main window of the EC2 service
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Normally, the Instances section of the EC2 console will show us a list of all of our server instances, but 
unless you’ve read ahead, we don’t have any yet so the window is blank. When you click on Launch 
instances, you’ll see various operating systems in the list. But for our purposes, Ubuntu is shown in 
the Quick Start section, so we’ll select that:

Figure 19.21: The Ubuntu option for EC2
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Further down, make sure that t2.micro is selected, which should show the verbiage Free tier eligible 
alongside it. That’s the instance type that we’ll want to use:

Figure 19.22: Choosing an instance type

On the Choose an Instance Type screen, there will be quite a few instance types from which to choose. 
I selected the t2.micro instance type, and I recommend you do the same. It’s eligible for the free tier, 
which is a special tier you’ll have access to within the first 12 months of the age of the account. You 
most likely wouldn’t choose this instance type for a production server, as it will be quite slow—it only 
has 1 CPU and 1 GiB of memory. And it’s a burstable instance type, which means the speed fluctuates 
based on usage. It’s able to burst to take care of busy workloads, but its ability to do so depends on 
CPU credits that it earns in a particular time. A full explanation is beyond the scope of this chapter, 
but if you’re going to use AWS in production, it’s a good idea to read about the various instance types 
available. Although you don’t see it in the screenshot, you should also see the cost on this page as well. 
But again, we’ll utilize the free tier for now.

Further down the page, you’ll generate a new key pair, assuming you don’t have one already. This 
will be used for connecting to the instance via SSH. To generate a new key, click Create new key pair:

Figure 19.23: Key pair settings during instance creation
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The next screen that appears will allow us to configure the key, such as setting encryption options. 
For our purposes, we can leave the defaults as is after giving the key a name, and then we can click 
Create key pair:

Figure 19.24: Customizing our SSH key

The previous step will trigger your browser to download the SSH key that you’ve generated. Be sure 
to keep it in a safe place. You can use the key you’ve just downloaded to connect to your instance via 
OpenSSH with a command similar to the following:

ssh -i /path/to/key.pem ubuntu@<Instance Public IP>
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For me, if I add the path of my key as well as the public IP address listed for my instance, the com-
mand becomes this:

ssh -i /home/jay/downloads/jay_ssh.pem ubuntu@54.81.234.225

From here, managing the server is just a matter of interacting with its shell and entering commands.

But anyway, I’m getting ahead of myself. After you safeguard your key, we can move on to the next 
section by scrolling down. Network settings are what we’ll work on next:

Figure 19.25: Setting options for our new EC2 instance

The first consideration on this screen is where we’ll allow OpenSSH connections from. The default 
option, 0.0.0.0/0, allows connections from anywhere (and is even labeled as such). As we’ll discuss 
in Chapter 21, Securing Your Server, allowing SSH connections publicly is a bad idea, since outside 
threat actors might try to use that as a means to access the server. With the instance we’re creating 
right now, we can make a case for allowing connections from anywhere, since it’s a test instance for 
the purposes of learning (and we’ll be deleting the instance before the close of the chapter). However, 
it might be a better idea to get into the habit of restricting access to OpenSSH to specific IP addresses. 
To do that, you can choose the option My IP from the dropdown, which will restrict access to OpenSSH 
to your public IP address.
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If you do choose to restrict access, keep in mind that unless your public IP is static, it can change at 
any time. When it does, you’ll lose access to your EC2 instances via OpenSSH. You can regain access 
by updating the security group for the instance to include your new IP address, but that inconvenience 
is a small price to pay for added security benefit.

Continuing in that same section, we have an option to allow traffic in addition to OpenSSH:

Figure 19.26: Network settings while creating an EC2 instance on AWS

The other options, HTTPS and HTTP respectively, are essential if you’re planning on setting up a 
website on the instance. It’s very common to restrict OpenSSH on a web server, while at the same time 
allowing full access to ports 80 and 443 from the public internet. The reason for this is, OpenSSH 
gives you access to manage the server, so we definitely wouldn’t want that open to the public. When it 
comes to a website, we’ll most likely want the general public to be able to access it, which is why we 
allow those options. You should only check the latter two boxes in the situation where you’re actually 
planning on setting up a web server. For our needs, we should allow these boxes, since we will be 
installing Apache later.
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Next, we’ll configure the storage for our instance:

Figure 19.27: Storage options while creating an EC2 instance

By default, your EC2 instance will be set up with 8 GiB of storage space. As indicated in the highlighted 
message on the screen, you can get up to 30 GB of EBS storage space as part of the free tier, if you’re 
eligible. For that reason, you can consider setting this higher. You can also add additional storage 
volumes to the instance, which might help if you wanted to segregate storage between block storage 
devices. We shouldn’t need that for our use case in this chapter.

Below that, the final section on this screen allows you to configure Advanced details. There are quite 
a few extra options here, but we’ll be ignoring all but one of them. At the very bottom, there’s a large 
text box labeled User data. This is the only option within the advanced details section we’ll change:

Figure 19.28: Adding user data for our EC2 instance
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The User data section is often overlooked, but it’s incredibly useful. But what exactly is this for, and what 
does it do? If I didn’t know any better myself, I’d probably assume that this is where you’d add infor-
mation that pertains to your users. But that’s not what it’s for. What User data allows you to do is add 
a series of commands, or even a full script, that you’d like to have executed as the instance is created.

Already, you can think of any command you might run, or configuration you might tweak, any time 
you set up a server. Instead of manually executing setup commands after the instance is online, you 
can simplify this quite a bit and have much of that done automatically before you even log in for the 
first time.

In my case, I’ve added the following code to the User data field:

#!/bin/bash
apt update
apt dist-upgrade -y
apt install -y apache2

If you think the code that I’ve added resembles a Bash script, then you’re correct—that’s exactly what 
it is. I added four lines of Bash statements to the User data field, to have some commands run auto-
matically. The code should be relatively straightforward: I have it set up to update the repository index, 
then perform a full system upgrade.

This is important; we always want our servers to start with the latest patches available. As a proof of 
concept, I added a statement to install Apache. Notice that I included the -y option to all of the apt 
commands. This automatically responds “yes” to any question apt may ask, since we don’t have a 
display hooked up to this server and are unable to answer questions ourselves. Without that option, 
the user data will fail to apply.

Anyway, the moment of truth is here – it’s time to launch our instance, and we can do so by clicking 
the Launch instance button near the bottom of the page. Assuming we didn’t forget anything along 
the way, our new Ubuntu Server cloud instance is moments away from existing!

At this point, we should see the new instance in the list of EC2 instances in our account, and it will 
take some time for it to be ready for use. When the status indicates that the instance is Running, then 
that means it’s ready for us to connect to:

Figure 19.29: Checking the status of our EC2 instance 
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In order to set up a connection so we can manage the instance, we’ll need to change the IAM role for 
the instance. If you recall, we created an IAM role earlier, and this is where we’ll attach that role to 
our new instance. This will ensure that the settings within the role are applied to the instance, which 
in turn will give us access to Session Manager for connecting to that instance. To change the IAM role, 
we’ll check the box to the left of the instance, then click on Actions at the top of the screen. In the 
menu that opens, click on Security, and then Modify IAM role:

Figure 19.30: Navigating to the IAM role settings for an EC2 instance

The screen that follows is where we’ll change the IAM role to the one we created earlier:

Figure 19.31: Changing the IAM role of an instance
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After you click Update IAM role, you’ll be brought back to the list of current EC2 instances. If you click 
on the blue instance ID text near the name of the instance, you’ll be taken to a screen where you can 
customize additional options for the instance:

Figure 19.32: Additional EC2 instance settings

Among the various items on the page, of special interest to us is the Connect button. If we click on 
that, we’ll begin the process of setting up a remote connection we can use to manage the instance. On 
the screen that appears, click on the Session Manager tab:

Figure 19.33: Preparing a session to connect to an instance
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Once you click the Connect button, a new browser window will appear that you can use to issue 
commands to your instance:

Figure 19.34: An instance session open within a web browser

In Figure 19.34, I entered the following command in order to display details for the version of Ubuntu 
that was deployed in the instance:

cat /etc/os-release

The /etc/os-release file is included with all Ubuntu installations, and as you can see from the output, 
it contains some information regarding the version of Ubuntu we’re running. That command was 
entered directly into the Session Manager window, to show that the connection is actually working 
and we can now configure the instance right from within our web browser!

If you recall, we added User Data earlier, and that included a command to install Apache. If you enter 
the public IP address of your EC2 instance into a web browser, you should see the default Apache 
web page:
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Figure 19.35: The Apache default web page running on an EC2 instance

Congratulations! You’ve successfully deployed Ubuntu Server to the cloud, and now have an actual 
web server running on it. That’s all there is to it. Using Session Manager is also simple; all you need 
to do to customize the server further is right-click on it, click Connect, and you can then continue to 
build the instance. That’s awesome!

What’s not so awesome, though, is when something happens to your server and you have to start over 
and rebuild it from scratch. In the next section, we’re going to explore the process of creating an image 
of the server that we can utilize to deploy customized versions of Ubuntu.
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Creating and deploying Ubuntu AMIs
Just about every cloud platform I know of includes some sort of feature that can be used to create 
images of the instance’s hard disk. An image can be used to create copies of the original server, as 
well as acting as a starting point so if the server needs to be rebuilt, we won’t have to start over from 
scratch. In AWS, images are known as Amazon Machine Images (AMIs). For all intents and purpos-
es, there’s nothing very unique about AMIs; if you’ve worked with disk images in the past, it’s the 
same thing. When it comes to what to include in an AMI, you can (and should) use your imagination 
here—anything you find yourself manually setting up or configuring while rolling out a new server 
is a candidate to be included in an image, and the more customizations you include inside the image, 
the more time it will save you later.

Let’s see this in action and create an image of the server we’ve just set up. We should consider shut-
ting down our server first, although this isn’t required. Taking an AMI of a server that is shut down is 
preferred over doing the same on a server that is running. When the server is shut down, nothing is 
writing to its disk, so we don’t have to worry about corruption if we’re capturing an AMI in the middle 
of a critical write operation. The likelihood of running into an issue while creating an AMI of a running 
server is very small, but I recommend shutting down the server if you can just to be on the safe side.

In the EC2 console of AWS, you can right-click on the instance to access Session Manager, and then 
you can simply power it off from the command prompt:

sudo poweroff

In AWS, it can take a minute or two for an instance to power down. You can refresh the page after 
some time, and the status should change to Stopped:

Figure 19.36: Checking the status of an EC2 instance

Once the instance has stopped, you can right-click on it to begin the process of creating an AMI. Hover 
over Image and templates and then click Create image:
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Figure 19.37: The Apache default web page running on an EC2 instance

Next, we can enter some details about our AMI. Give it a name and a description. This information 
will help others you work with understand what the image is for, and it can also help you remember 
why you’ve created the image later on down the road. There are other options on this page, but we 
can leave the rest as is. A name and description should be good enough for now. Once you’re finished, 
click Create image to continue:

Figure 19.38: Creating a new AMI
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Believe it or not, that’s all there is to it. The process of creating an AMI is very straightforward, with 
just a few steps. You should now see a confirmation screen, letting you know the image is in the pro-
cess of being created:

Figure 19.39: Confirmation while creating a new AMI

If you click on the underlined text that contains the AMI ID, you’ll be directed to the AMI section of 
the EC2 console, where it will show your image on the list:

Figure 19.40: Our newly created AMI, available for use

In the AMI section of the EC2 console, you should see the list narrowed down to just the AMI we cre-
ated just now. We only have one AMI anyway, unless you created multiple AMIs for practice. At the 
end, the Status column should read available if the AMI is ready for use. If not, give it some time, and 
refresh the page later. Sometimes it can take a few minutes. But with regard to creating an AMI, that’s it!

Now that we have an AMI, how do we go about using it? Well, that’s even easier actually. Simply right-
click on the AMI on the list and click Launch. You’ll see the same launch settings we worked through 
earlier when we originally created the instance, but this time, we’re using our own AMI instead of the 
one provided to us. And now, we have our own custom AMI of Ubuntu with Apache built in that we 
can use to simplify our process a bit. Keep in mind, though, that our original instance is still stopped. 
You can return to your list of EC2 instances and start it by right-clicking on it, then clicking Start, but 
you don’t have to; we’re going to work through a fun automation example shortly.

In the next section, we’re going to take a look at the concept of Auto Scaling.

Automatically scaling Ubuntu EC2 deployments with 
Auto Scaling
If we maintain one or more servers for our organization, it’s hard to predict sometimes what the demand 
will be on that server. In the case of a popular news site, some articles may be more popular than others, 
and if something goes viral online, then requests to our site can increase by orders of magnitude in a 
short period of time. In the past, keeping up with customer demand was a very tedious process, one 
that may result in having to purchase an entirely new server with more powerful hardware. With our 
instance being in the cloud, we have more flexibility and can automate the process of bringing more 
servers online. And that’s exactly what we’re going to work on in this section.
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Before we get started, keep in mind that we don’t actually have a popular server in AWS; we only have 
a simple test server that’s currently running Apache. We can simulate things to a point, but Auto 
Scaling is one of those things that requires a bit of practice to fully utilize. We will definitely get a 
working example here, though.

But another important thing to keep in mind is that the more instances we run, the higher the potential 
cost. We’ll explore how to keep costs down in the next section, but as a general rule of thumb, delete 
whatever you’re not using. As you’ve gone through examples in this chapter, we’ve set up our own EC2 
instance. This is great: we were able to practice some concepts around AWS and put that to use. But if 
we leave something running that we don’t need, we can have a surprise bill. It’s a good idea to write 
yourself a reminder to delete everything in your test AWS account when we’re done with the chapter, 
so you won’t have to worry about that.

Continuing, one of the requirements of Auto Scaling is that we have an AMI ready that it will use to 
bring additional servers online. Since we’ve worked through creating an AMI in the previous section, 
we already have that requirement met. If you haven’t already worked through the previous section, 
make sure you do so before we continue. The process of setting up Auto Scaling involves a handful of 
steps, and we’ll work through each in their own subsection within this chapter.

Creating a launch template
Earlier in the chapter, we walked through the process of creating a new EC2 instance. We chose the 
option to launch an instance, and then configured various settings within multiple screens we worked 
through. We chose Ubuntu as our platform, added user data, and set an IAM role (among other things). 
What a launch template does is allow us to automate these choices. A launch template gives us the 
ability to automate the entire launch process.

On the left-hand menu of the EC2 console, there will be a link titled Launch Templates. Click on it. 
Once you do, you can click on the orange button labeled Create launch template. You’ll then see a form 
you’ll need to fill out, where you select all the defaults for the launch template. There’s no screenshot 
on this page, because it’s quite long and won’t fit on one page. Instead, I’ll include the relevant options 
below, with a short description and a recommendation regarding what to set the option to:

•	 Launch template name: This is simply a name for your launch template; set it to the name you 
feel is most appropriate. Note that this cannot contain spaces.

•	 Template version description: For the description, you can add some details that you think 
are relevant to the purpose of the launch template.

•	 Amazon Machine Image (AMI): Choose the AMI that you created in the previous section. You 
should see it listed if you click on the My AMIs tab, and ensure Owned by me is selected. This 
will narrow down the list of AMIs quite a bit, and since we’ve only created one AMI, it should 
be easy to find.

•	 Key pair (login): When you created the EC2 instance earlier, it had you create an OpenSSH key 
pair. If you drop down this list, that same key pair should be available. Choose that same key.

•	 Instance type: If you recall, we chose t2.micro as the instance type earlier. That’s a good se-
lection for this field as well, since t2.micro is eligible for the free tier.



Deploying Ubuntu in the Cloud448

•	 Security groups: Earlier, when we added a security group, we set it up to allow OpenSSH and 
Apache. Feel free to choose that same security group for this.

•	 IAM instance profile: This option is a bit hidden, but you should see it as soon as you expand 
Advanced details near the bottom. Although this is optional, it’s a good idea to select the IAM 
profile we created earlier, to ensure we have access to Session Manager for each instance the 
launch template creates.

With all of those details set, click Create Launch Template near the bottom of this screen. Now we 
have our launch template created and configured, and we can use it as part of the Auto Scaling feature 
we’re in the process of building.

Creating an Auto Scaling group
Our next requirement is to create an Auto Scaling group, which will be a shorter process than setting 
up the launch template. An Auto Scaling group is a logical group of instances that are related to the 
overall application. We will add our launch template to this group and use it to customize requirements 
such as how many instances to have online.

Back in the EC2 dashboard, you’ll find an option for creating Auto Scaling groups in the menu on the 
left side of the screen, closer to the bottom. Once there, give it a name:

Figure 19.41: Naming the Auto Scaling group
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Further down on that same screen, we will choose the launch template we created earlier. Go ahead 
and do so, and then click Next:

Figure 19.42: Selecting a launch template for our new Auto Scaling group
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On the next screen, several additional sections worth of options will appear. The first of which will 
have you configure some defaults around networking. For the VPC, you can leave that as is, and for 
the availability zone, you can simply choose the first on the list:

Figure 19.43: Creating an Auto Scaling group (continued)

Continuing, the next section will ask us about our preference around instance types. On my end, I 
chose the Manually add instance types option, and then t2.nano as the instance type:
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Figure 19.44: Creating an Auto Scaling group (continued)

Once you’re finished choosing your instance type(s), there’s nothing left for us to do on this particular 
page, so click Next to continue. This will take you to another section, this time asking you if you want 
to create a load balancer. In the first section of this screen, choose to Attach to a new load balancer:

Figure 19.45: Creating an Auto Scaling group (continued)
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A load balancer allows us to route clients between multiple servers, so the end-users only see one 
endpoint, but behind the load balancer we can have more than one server available to serve client 
connections. This is going to be key to setting up our auto-scaled test site, so we’ll definitely want to 
configure this.

After choosing to create a new load balancer, we can configure additional options in the next section. 
Most of these options we’ll leave at their defaults, but there are a few things we’ll want to pay attention to:

•	 Load balancer type: By default, Application Load Balancer should be selected. If it isn’t, then 
make sure that’s the highlighted option before continuing.

•	 Load balancer name: This is simply a name for your load balancer; set it to the name you feel 
is most appropriate. Note that this field is somewhat limited on what types of characters it will 
accept, so it’s best to keep the name simple.

•	 Availability Zones and subnets: We’ll need at least two availability zones for the load balancer, 
and one will be chosen for you already. The quickest way through this section is to enable the 
next availability zone in the list.

There are other options on this screen, but the next thing we’ll be doing is creating a target group, 
which is directly underneath the availability zone options. There, we’ll choose to create a target group:

Figure 19.46: Creating an Auto Scaling group (continued)

A target group is a logical grouping of EC2 instances that serve a common goal. A load balancer will 
send traffic to a target group, and instances within that group will answer the request. If an instance 
is not a member of a target group, then it won’t be a part of our application. It’s not uncommon for 
an organization to have more than one app, and as a result, several target groups. After you choose 
to create a target group, you can accept the default name if you wish, and then we should be finished 
with configuring our auto-scaling group. Click Next to continue, which will bring us to a section where 
we can configure our scaling policy:
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Figure 19.47: Creating an Auto Scaling group (continued)

This is where the magic happens: we can choose the minimum number of instances to have running 
at any one time and the maximum number of instances we will allow the application to scale up to. 
We can leave each field at 1 for now.

That should be about all we’ll need to configure for our auto scaling group. You can click Skip to review 
to take a shortcut that will take you to the final screen of the process, which will show you an overview 
of your selections. If you’re satisfied with the settings that are shown, you can finalize the process by 
clicking Create Auto Scaling group.

At this point, our Auto Scaling group is created, and we should have everything ready to go. At first, 
we’ll have 0 instances within this group, so we’ll see the current number of instances shown as 0. 

After it finishes updating capacity, it will automatically spin up a new EC2 instance in order to meet 
our requirement of always having one instance online. If we check our list of EC2 instances, we should 
have a new one on the list now:

Figure 19.48: A new instance was created as part of our Auto Scaling configuration
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As you can see in the screenshot, the original EC2 instance has a state of Stopped. We stopped it earlier 
so that we could create an AMI of that instance. In my case, I never started that instance again after 
creating the AMI, so it’s completely stopped. The Auto Scaling configuration went ahead and created 
a new instance, because its requirement of having at least one instance running was not met.

Before we implement the final component we need for everything to function properly, let’s take a 
moment to understand the value that we already have in place. If we were to increase the number of 
desired instances within the Auto Scaling group, then it would immediately spin up a new instance for 
us. Although advanced usage is more appropriate for a book that’s dedicated to AWS, we can set this 
up to automatically happen when the CPU of our instance gets to a certain point, which can trigger 
Auto Scaling to bring another one online.

With just a single instance, we don’t have Auto Scaling in play yet, but we can easily enable that. An-
other benefit that we get automatically is auto healing, and we have that benefit even with a single 
instance. If something were to happen to our only running instance, Auto Scaling will bring a new 
one online to replace it automatically.

In this situation, the website will be down for several minutes while the new instance is being cre-
ated, but a bit of downtime is certainly better than having to manually replace the server ourselves. 
If we set the desired instances to a number higher than 1, a user will not notice anything if one of 
the servers goes down, the other will take care of the load while the new one comes up. These are 
amazing benefits to be able to take advantage of and will give us additional peace of mind right away. 
To test this yourself, feel free to delete the running EC2 instance by right-clicking it and then clicking 
Terminate. The instance should then get terminated, and a new one should appear within several 
minutes to replace it.

Since we have a load balancer in use, this changes the way that we’ll access the application that’s 
running on our instance(s), which in this case is Apache (we had Apache installed when we built our 
AMI, so every instance will automatically have Apache set up). Normally, we can access the application 
by navigating to the public IP address of the instance. We can still do this, actually – and the same 
is true for other instances within our load balancer setup as well. But in order to benefit from the 
overall solution we’ve built, we should instead access the application from the DNS name of the load 
balancer. This will ensure that our request is routed through the load balancer, rather than directly 
to a specific server. If you navigate to the Load balancers section of the management console, you 
should see the DNS name there. Going forward, the application or services you run on your instances 
should be served by having users access it via that DNS name.

Congratulations! At this point, you’ve created a complete load-balanced solution in AWS that will 
automatically heal from failures. Feel free to experiment a bit more, and then when you’re finished, 
consider removing the test components we’ve created in this chapter to avoid a cost later on.

Speaking of cost, in the next section, we’ll talk a bit further about how to manage costs and keep our 
bills under control.
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Keeping costs down: understanding how to save money 
and make cost-effective decisions
As you just saw, there were many components and configurations we had to implement in order to 
build a load-balanced solution in AWS. As we grow our AWS infrastructure and implement more solu-
tions, we should also keep an eye on our bill. Although we can utilize the free tier for now, production 
applications will likely need more powerful instances than what the free tier will provide, and the 
free tier itself won’t last forever. Not only that, but we should also know how to check how our bill is 
trending to make sure we don’t accidentally implement something that is expensive or waste money 
by running something we no longer need.

In this section, we’ll explore some concepts around billing. Although it’s beyond the scope of this 
chapter to do a complete deep dive into the world of billing, the subsections that follow will provide 
you with essential advice to help prevent unexpected charges.

Viewing billing information
Within AWS, the billing section is its own service along with others, such as EC2 and S3. You can find 
the Billing area from the service list. Once there, you’ll be shown the Billing & Cost Management 
Dashboard, which will show you your current expenses and allow you to see current and past billing 
information:

Figure 19.49: Viewing the Billing & Cost Management Dashboard

Since the account I’m working with currently was just created a week or so ago, and I’m only using 
instances in the free tier, I have no costs currently. But if I did incur charges, I’d see the current bal-
ance on the main page of the dashboard. In addition, I’ll receive the same information in a monthly 
statement that is sent to the primary email account.

However, I don’t recommend waiting for the bill to arrive before checking your totals. To effectively 
manage billing, you should check this dashboard manually, which might enable you to catch an error 
before the end of the month, which might save you money. The links on the left will give you additional 
billing information, as well as providing a way of accessing previous bills.
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Adding a billing alert
In this section, I’m going to give you some high-level tips regarding some of the things you can do in 
order to help keep your AWS bill down. 

In the previous section, I recommended that you check the bill regularly instead of only when the 
monthly invoice arrives. While that is good advice (if I do say so myself), the reality is that server ad-
ministrators like us are busy and may not remember to check the bill on a regular basis. This is why 
we typically set up system alerts to notify us when our servers are encountering an issue. Similarly, 
we can actually set up an alert inside our AWS account that can notify us if our bill gets too high. In 
fact, even though the AWS account we’ve been working with was likely only created as a test account, 
it’s especially important that we add a billing alert so we can be alerted if any of our experiments were 
misconfigured in such a way that we’re incurring costs we didn’t intend to.

In the Further reading section at the end of the chapter, I have included a link to AWS documentation 
that details how to set up billing alerts, and I definitely recommend you enable them. If you’re using 
an AWS account for your organization to run actual production servers, it’s a good idea to enable 
billing alerts there as well. In fact, be sure to create billing alerts in every AWS account you manage. 
Another important element to consider is removing backups that aren’t needed anymore, which can 
also lower costs.

Removing unneeded backups
This may seem like a no-brainer, but you’d be surprised—every organization I’ve ever worked for or 
consulted with in regard to AWS has run into an issue where backups get out of control and gener-
ate large costs. My personal record for witnessing a waste of money in this manner is one company 
that had over 23,000 unnecessary snapshots in their account, sitting around for over 5 years. I don’t 
remember the exact dollar amount, but this error cost them thousands of dollars a month for years!

Backups themselves are extremely important though, and the previous example might’ve been under-
standable if the organization had legal requirements that forced them to retain all backups for a specific 
period (such as 5 years). And backups, as you well know by now, are essential if the organization runs 
into some sort of issue and needs to restore something from the past. But the general rule of thumb 
here is to ensure that when the day comes to add an automatic backup feature, you also implement 
(and regularly test) an automatic cleanup procedure as well.

Running EC2 instances only when they’re needed
Many organizations do business around the clock and all year round, while others conduct business 
only during daytime business hours. While it might not be immediately apparent why this matters, 
consider the fact that you don’t get charged for an EC2 instance while it’s powered off. You do get 
charged for things like storage regardless of its state, but you aren’t charged for the instance itself if 
it is not running. If your organization has a server that is only used during certain hours, consider 
stopping the instance outside of that time period and then starting it back up when it’s needed.
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There’s additional functionality in AWS that allows you to automatically schedule an instance to run 
only during certain hours, so there are ways to ensure your infrastructure is available when it’s needed. 
Make sure you keep this in mind as you navigate AWS; if you’re creating a new server, is it going to 
be necessary to make it run 24/7, or is it only necessary to run it at certain times? You’d be surprised 
how much money this may save you.

Stopping or terminating unneeded EC2 instances
Similar to the advice in the previous section about having instances run only when necessary, consider 
deleting instances completely if they’re not needed at all. Unless you’re utilizing a very specific type 
of instance, you won’t be billed for an EC2 instance that doesn’t exist. Make a habit of deleting things 
when you’re done with them. If you think you may need a server again in the future but you’re not 
sure, consider creating an AMI of the server, and then removing it. Although the AMI itself will have 
a cost, it’s going to be less than running an actual server.

This advice isn’t exclusive to EC2 instances; other services within AWS will also cause you to incur 
costs if you don’t clean them up. Make sure to keep an eye on other components and services that 
charge by usage, such as RDS, S3, EBS volumes, and so on.

So, there you have it—with some basic advice, you should be able to keep your billing under control. 
And even if you make a mistake, as long as you’ve configured billing alerts, you should be notified and 
be able to correct the problem quickly. I can understand if some of the billing advice was overwhelm-
ing, but you’ll get used to it. AWS has a lot of components that can make up a bill, but as long as you 
set up alerts and delete items you’re not using, you shouldn’t have any problems.

We’ve gone over quite a bit in this chapter, but where should you go from here? In the next section, 
I’ll provide some advice for continuing your learning and taking your AWS skills to the next level.

Taking the cloud further: additional resources to grow 
your knowledge
AWS is a huge service, and we haven’t even scratched the surface of the platform in this chapter. We’ve 
just created a simple load-balanced application in an earlier section, and we’ll even learn how to au-
tomate creating cloud resources in the next chapter. But if you’ve found this chapter fun and want to 
work with AWS more and enhance your skills, I thought I’d provide some additional advice that will 
hopefully help you do that.

Online training and labs
There is quite a bit in the way of online resources to expand your knowledge. Some of these resourc-
es are free, such as a section of the AWS website that provides free hands-on training: https://aws.
amazon.com/training/digital/

While you may already be aware of the value of YouTube when it comes to training videos, it’s a great 
source of knowledge. (And you may have even stumbled across my YouTube channel, over at Learn 
Linux TV.) 

https://aws.amazon.com/training/digital/
https://aws.amazon.com/training/digital/
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There are many videos on YouTube that can provide training, but that’s not the only source of video 
content; Packt Publishing features video training courses as well, in addition to Udemy, which also 
has some great content.

Overall, there’s no shortage of training materials available, but I’d recommend starting with the free 
training provided by AWS that I’ve mentioned above, as well as the additional training content that 
Amazon makes available at https://aws.training.

Certification
While it will take a bit of work, achieving one or more certifications in AWS will lead you down a path 
where you’ll learn the platform in much greater detail. In addition, individuals with AWS certifications 
are in high demand in the IT industry, so achieving certification is a good idea all around. I recommend 
looking into the AWS Certified Cloud Practitioner credential, which is a more entry-level certification 
that is approachable to those just starting out.

After you grow your expertise, you may want to consider the AWS Certified Sysops Administrator 
credential, which is more challenging but will boost your knowledge even further.

Keep experimenting and learning
Even if you don’t decide to achieve a certification, keep experimenting with the platform. Getting your 
hands on the technology and making use of it on a regular basis is usually the best way to learn and 
keep your skills sharp. Try to create additional types of infrastructure, build and rebuild test instances, 
and above all, have fun. For many people, there’s no greater way to learn something than to get your 
hands dirty and experience it. I also recommend you follow any blogs around cloud computing and 
related technologies as well.

AWS documentation
The documentation provided by AWS is well written and very detailed. You can learn everything you 
need to know from the AWS documentation alone. The documentation pages are above and beyond 
the typical level of quality you would expect from such a large service; Amazon takes the AWS docu-
mentation seriously. The documentation pages are available here: https://docs.aws.amazon.com/
index.html.

New resources for learning about AWS are being created on a regular basis, so keep your eyes open for 
new books, training videos, and more as you study the platform. I think you’ll have a lot of fun taking 
your skills to the next level and exploring everything the AWS platform has to offer.

Summary
This chapter has been one of the most involved in the entire book so far, and you’ve accomplished a 
lot. During the course of this chapter, you learned about AWS, set up your own cloud server, set up 
Auto Scaling to ensure that your server is able to automatically heal from disasters, and even set up a 
load balancer to enable routing between multiple instances. Make sure you take some time to let all 
this knowledge sink in before continuing on, and I also recommend you spend some additional time 
with AWS before moving on to the next chapter.

https://aws.training
https://docs.aws.amazon.com/index.html
https://docs.aws.amazon.com/index.html


Chapter 19 459

Speaking of the next chapter, we’re going to work with AWS again, but this time, we’re going to focus 
on learning Terraform, which is an awesome tool that will enable us to automate the building of our 
cloud resources from the ground up. It’s going to be a lot of fun.

Further reading
•	 Amazon Elastic Compute Cloud documentation: https://learnlinux.link/ec2-docs
•	 Security groups for your VPC: https://learnlinux.link/vpc-docs
•	 Auto Scaling documentation: https://learnlinux.link/as-docs
•	 Amazon Machine Images (AMIs) : https://learnlinux.link/ami-docs
•	 Amazon Elastic Kubernetes Service documentation: https://learnlinux.link/eks-docs
•	 AWS Billing Alert documentation: https://learnlinux.link/cw-docs

Join our community on Discord
Join our community’s Discord space for discussions with the author and other readers: 

https://packt.link/LWaZ0

https://learnlinux.link/ec2-docs
https://learnlinux.link/vpc-docs
https://learnlinux.link/as-docs
https://learnlinux.link/ami-docs
https://learnlinux.link/eks-docs
https://learnlinux.link/cw-docs
https://packt.link/LWaZ0
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Automating Cloud Deployments 
with Terraform

The previous chapter was especially fun: we were able to deploy Ubuntu in the cloud, utilizing Amazon 
Web Services (AWS). Deploying infrastructure in the cloud is very powerful and allows us to accomplish 
things that are not normally possible (or are very tedious) with physical infrastructure. We can spin 
up Ubuntu instances in minutes, and even set up auto-healing to cover us in situations that would 
normally result in complete service disruption.

This time around, we’re going to work with cloud deployments again, and check out an awesome tool 
called Terraform that will allow us to automate the provisioning of our cloud resources. We’ve already 
explored the concept of automation back in Chapter 15, Automating Server Configuration with Ansible, 
when we learned about the basics of Ansible. Terraform allows us to take our automation to the next 
level and even interact with providers such as AWS directly.

In this chapter, we’ll explore the following concepts:

•	 Why it’s important to automate your infrastructure
•	 Introduction to Terraform and how it can fit within your workflow
•	 Installing Terraform
•	 Automating an EC2 instance deployment
•	 Managing security groups with Terraform
•	 Using Terraform to destroy unused resources
•	 Combining Ansible with Terraform for a full deployment solution

Why automate the building of our infrastructure? There are many benefits of doing so, and we’ll take 
a look at some of those benefits in the next section.
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Why it’s important to automate your infrastructure
Automation with regards to infrastructure is an expansive topic, and it easily deserves a book of its 
own. In fact, there are not only books dedicated to it but entire online courses as well. There are many 
different utilities you can use, each with its own pros and cons. We have configuration management 
tools, such as Ansible, Chef, and Puppet. We looked at Ansible earlier in the book and worked through 
some examples to see how powerful it is. When we worked with that earlier, I’m sure you immediately 
saw the benefit—not having to build a solution manually is a beautiful thing.

The importance of not having to build solutions manually cannot be overstated. Perhaps the most 
obvious benefit is the fact that it can save you hours, or even days of work. When I first started 
working in IT, setting up servers was always a manual task. Sure, you could create a Bash script and 
automate some tasks that way, but tools specifically designed to automate will handle the task much 
more efficiently. An IT staff that would normally be overwhelmed at the thought of setting up a large 
number of servers would be able to perform the same task much quicker with automation. And with 
all the time that’s saved, IT staff members can focus on other tasks rather than spending the majority 
of their time on one task.

Another benefit of automation is that the likelihood of human error is much lower. While you’re 
building your automation solution, making mistakes is unavoidable. You may mistype something 
while writing a script that causes a syntax error, or perhaps something doesn’t get created quite the 
way you expected. But after you’ve spent the time building your automation scripts and verified there 
are no errors, then you can run them again and again and the infrastructure will get created the same 
way each time. Compare that to having to manually set up servers each time you wish to implement a 
new solution, and you can imagine how often it may happen that there may be mistakes to fix. Some 
of which you may not even discover until later on.

Automation also has another benefit you may not expect, Disaster Recovery. While we will cover 
disaster recovery in Chapter 23, Preventing Disasters, it’s worth mentioning now because an effective 
automation solution will make the process of recovery quicker. It’s an administrator’s worst nightmare 
to even think that a server that’s important to your organization may someday fail, but it’s a fact of life.

Our organization may have a very complex application that consists of one or more web servers, a load 
balancer, security settings, and more. It could take hours to rebuild a solution like that manually. But 
with automation, you would simply run your scripts to recreate the same solution in mere minutes. 
Automation itself won’t protect you from losing data (which would be an even scarier problem) but at 
the very least it can help you to provision replacement resources quicker than if you had to do the same 
manually. Not only that, I presume your clients (as well as your boss) will prefer your organization’s 
application to come back online in minutes, rather than hours or days.

In addition, your automation scripts can serve as a form of living blueprint. Even if you aren’t planning on 
reprovisioning your servers and related infrastructure, another administrator can look at your automation 
scripts and understand better which components make up the overall solution, allowing them to get up 
to speed quicker if they’re taking over the management of infrastructure from someone else.

Automation is one of those things that I probably won’t have to try too hard to sell to you, because if 
you already have experience working in IT, then you already know how tedious it can be to manually 
rebuild servers. 
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Sometimes, it may feel as though we have more tasks to complete than we have hours in the workday. 
But with automation, we can get some of that time back and possibly even lower our stress level a 
bit. And it’s not the first time we’ve worked with automation; we did take a look at Ansible earlier in 
the book, so you are probably well aware of the benefits. But what we’re going to do in this chapter 
is implement automation at a lower level than Ansible, and we’ll do so with a solution known as 
Terraform. What is Terraform, you may ask? In science, terraforming is an amazing process of taking 
a planet that is uninhabitable and converting it into one that is able to support life as we know it. But 
for our purposes, Terraform is the name of an awesome utility we can use to automate an entire cloud 
computing implementation. In the next section, we’ll define it even more.

Introduction to Terraform and how it can fit within your 
workflow
Terraform is an amazing tool created by a company called Hashicorp that can automate your 
infrastructure at a level lower than Ansible, Puppet, or other configuration management solutions. In 
fact, Terraform typically doesn’t replace those but complements them. With configuration management 
tools, we generally have to create the initial server and set up the operating system first before we 
can implement them. With Ansible, there are actually methods of using it to create infrastructure 
components, but that’s beyond the scope of the book.

Not only that, but while Ansible is able to create some types of infrastructure, that’s not what it does 
best. To understand where something like Terraform fits, it’s best to think of Terraform as making 
things exist and Ansible as taking things that already exist and ensuring they’re configured properly.

When it comes to Terraform itself, it allows you to take advantage of a neat concept, Infrastructure as 
Code. In the previous chapter, we set up an entire load-balanced application in AWS. We created an 
EC2 instance, as well as an AMI, and then we built the load balancer along with Auto Scaling. While 
that process was incredibly fun, it was a manual one. If you made mistakes during the process, you 
had to go and fix them. After you were done, your solution was created and working. What Terraform 
allows us to do is write code that represents our desired end state. When it runs, it checks the cloud 
provider and performs an inventory. If something we’ve added to our scripts isn’t present with the 
cloud provider, it will make sure that the current state matches the desired end state in our code. We 
can even provision an entire cloud solution without even logging in to AWS beyond the first time.

An important consideration when it comes to automation tools is whether or not the tool is cross-
platform. Many cloud providers feature built-in tools to do the same thing that Terraform does. For 
example, AWS has a feature called CloudFormation that allows you to script infrastructure builds, just 
as you can with Terraform. But the problem is that CloudFormation is specific to AWS. You can’t utilize 
that service to build infrastructure in Microsoft Azure or Google Cloud. A tool that’s cross-platform 
can run in any environment. We already saw this with Ansible earlier in the book: Ansible doesn’t 
mind if the servers you’re having it configure reside in AWS or even if they’re physical machines in a 
rack. To Ansible, Ubuntu is Ubuntu, regardless of where it’s running. This allows you to use the same 
tool in multiple environments, without having to recreate a new set of automation scripts for each 
one. Terraform is also a cross-platform tool.
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Why does it matter if a tool is cross-platform? If you have to maintain several completely different tools 
that all do the same thing, it’s a waste of time. If you can learn one tool and use it in every environment 
you support, then it’s less of a maintenance burden. This is why I always recommend avoiding platform-
specific tools, such as CloudFormation in AWS. There’s even a tool within AWS called OpsWorks that’s 
used for the same purpose as Ansible (configuration management), but again is specific to AWS.

A typical organization will pivot in different directions multiple times throughout the life of the company. 
An organization that is using AWS for 100% of its infrastructure may someday decide to support other 
cloud providers. Sometimes, all it takes is the right client or situation to make the company consider 
using a cloud provider for a project that would normally not be considered.

It could also be the case that a company might change primary providers due to a change made with 
the current platform that increases cost, or some other reason. If you use cross-platform tools, then you 
can take those tools with you (for the most part) if you change providers. Also, being able to support 
multiple providers not only makes you a more powerful administrator but also offers additional value 
to your organization.

Terraform itself is not going to be 100% identical between cloud platforms, though. The syntax does 
change from one cloud provider to another. Currently, there doesn’t seem to be a solution available 
for Infrastructure as Code that is 100% portable between environments. But considering solutions 
such as CloudFormation are 0% transferable to other platforms, then Terraform still wins out in 
comparison since it is a tool you can use with multiple providers. The general consensus of how 
Terraform works will remain the same with each provider, so it’s going to still save you time if you 
use it and then switch providers.

How does Terraform work? We’ll install it in the next section and actually use it to deploy an EC2 
instance in the section after that. But in a nutshell, Terraform is a utility you can download to your 
local laptop or desktop, and use to turn script files into actual infrastructure. It supports many different 
cloud platforms, such as AWS, GCP, and others. It even supports VPS providers, such as Digital Ocean 
and Linode. Terraform refers to each of those platforms as a provider and gives you the ability to 
download the appropriate plugin within Terraform to support your chosen provider(s).

As you’ll see later in the chapter, Terraform allows you to test your configuration first, and preview the 
changes it will make. Then, if you accept the changes, it will connect to your provider and create the 
infrastructure as you’ve defined it in your code. Although we won’t cover version control in this chapter, 
typical organizations will store their Terraform code within a Git repository or some other version 
control system, so that the code is safe from being accidentally deleted. In a typical organization, one 
or more administrators will work with the Terraform code and push their changes into the repository.

In the next section, we’ll walk through the process of installing Terraform so we will have everything 
we need in order to get started and build some automation around our infrastructure.



Chapter 20 465

Installing Terraform
The process of running Terraform and using it to provision your cloud resources is generally initiated 
on your local laptop or desktop. Terraform itself is downloaded from its website, and it’s available for 
all of the leading operating systems.

Unlike the majority of applications, there’s no installer. Terraform is run directly from the file you 
download; there’s no installation process to go through. You can install it system-wide if you want to 
do so, but you can run it from any directory you wish. Download files for Terraform are located at the 
following website: https://www.terraform.io/.

Once there, you should see a Download button:

Figure 20.1: The Terraform website

https://www.terraform.io/
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After clicking the Download button, you’ll see a new page that will offer Terraform for six different 
operating systems, including the usual suspects such as Linux, macOS, and Windows. Most likely, it 
will automatically select the operating system that the computer you’re visiting the site from is using. 
For example, here’s what the page looks like while downloading the macOS version:

Figure 20.2: The Terraform website, downloading for macOS

At this point, all you’ll have to do is download a version of Terraform specific to your operating system. 
Most computers sold nowadays are 64-bit, so it should be straightforward to choose which one to 
download. If you’d like to run Terraform from a Raspberry Pi, choose the Arm version for Linux. Once 
you download it, you’ll have a ZIP file locally that you can extract. Inside, you’ll find a binary file simply 
titled terraform and that’s all you’ll actually need.

You’ll be able to run terraform right from the command prompt of your operating system:
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Figure 20.3: Running terraform from a terminal window with no options

In the screenshot, I typed out the entire path to the downloaded and extracted terraform file, which 
was saved in my home directory under the downloads folder. I ran it with no options, so it printed 
out the help page.

If you’d like to install it system-wide, you can move terraform into the /usr/local/bin directory if 
you’re running Linux or macOS:

sudo mv terraform /usr/local/bin

The /usr/local/bin directory is recognized by both Linux and macOS as a directory that is searched 
for binary files. This concept is referred to as your $PATH, which is a special variable that holds all 
the directories your profile is set to look into when attempting to execute a command. The method 
of adding a new directory to your $PATH differs from one operating system to another, but in terms 
of macOS and Linux, /usr/local/bin is already recognized, so when you copy terraform into that 
directory, you should be able to simply type terraform in your terminal without needing to type the 
full path each time you wish to use Terraform. This is optional, but it makes it simpler.

In order for Terraform to be able to work with AWS, we’ll need to generate an API key for it. This is 
done inside the AWS Management Console, which you should sign into now so we can create what 
we need. In the previous chapter, we discussed IAM, which is a service within AWS that allows you to 
not only create user accounts for fellow administrators but also lets you create keys for programmatic 
access. The latter will be how we allow Terraform to connect to our AWS account in order to perform 
tasks on our behalf.
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Inside the IAM section of the AWS management console, click on the Users link that you should see 
in the left-hand menu, followed by the blue Add User button that you should see on that page. The 
following form will appear:

Figure 20.4: Creating an IAM user for the purpose of running Terraform
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In my case, I decided to call my user terraform-provisioner, but you can use whatever name you’d 
like. I checked the box next to Programmatic access and I left the second unchecked, because I do 
not want this user to be able to log in to the console. Click Next: Permissions to continue. On the next 
screen that comes up, we’ll set the policy that the user will have access to:

Figure 20.5: Creating an IAM user for Terraform (continued)

For this screen, click on the box that reads Attach existing policies directly to highlight it, and check 
the box below to add the AdministratorAccess policy to this object. This is the policy that will grant 
Terraform its ability to interact with AWS.

Click Next: Tags to continue, then on the next screen, you can skip adding tags (unless you’d like to 
add them) and you can click Next: Review and then Create User to finish the process.
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The final screen that appears should report that the process was successful, and the Download .csv 
button gives you the ability to download your key. You can also reveal the secret access key by clicking 
the Show button, as I’ve done in Figure 20.6:

Figure 20.6: Creating an IAM user for Terraform (final screen)

I’d like to give you a few warnings about the key, though. First, whether you download the key or 
reveal it by clicking the Show button, this is the last time you’ll ever see it. You won’t be given another 
opportunity to download the full key. I recommend you download the key and store it in a safe place. 
You should protect the key and not let anyone have access to it, and you should definitely not upload it 
to a version control repository or any other resource that’s publicly available. And you should absolutely 
not show the key in clear text in a book that a bunch of people is going to read. If this key falls into the 
wrong hands, then anyone that has it will be able to interact with your AWS account. Treat this key 
with care. The only reason I show mine here is because I want you to see what the process actually 
looks like. I’ll delete it from my AWS account before the publishing process of this book is finalized. 
On your end, definitely don’t let this key leak!

Now we have everything we need to proceed to build AWS resources with Terraform. In the next 
section, we’ll create an EC2 instance.

Automating an EC2 instance deployment
Let’s take a look at an example Terraform configuration file that will allow us to build an EC2 instance:

provider "aws" {
    region = "us-east-1"
}
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resource "aws_instance" "my-server-1" {
    ami                                   = "ami-09d56f8956ab235b3"
    associate_public_ip_address = "true"
    instance_type                         = "t2.micro"
    key_name                              = "jay_ssh"
    vpc_security_group_ids                = [ "sg-0597d57383be308b0" ]
    tags = {
        Name = "Web Server 1"
    }
}

Terraform files are saved with a .tf filename extension, and as for the actual name, you can call it 
whatever you wish. I named mine terraform_example_1.tf. The underscores in the filename aren’t 
required but make it easier to use on the command line since you won’t have to escape spaces. I 
placed my terraform_example_1.tf file inside a directory of its own, which is recommended. Your 
Terraform configuration files should be separate from other files, so having a dedicated directory for 
such files is ideal.

As for the actual code itself, let’s explore it section by section:

provider "aws" {
    region = "us-east-1"
}

The provider block tells Terraform what type of provider we’ll be working with. We’re setting that to 
aws here. As mentioned earlier, Terraform is able to work with various cloud providers, of which AWS is 
only one. Underneath that, we’re setting the region variable to us-east-1. On your end, I recommend 
setting this to whatever region you were using in the previous chapter; that will make the process 
easier for us since we already have some resources there that we can reuse for now.

resource "aws_instance" "my-server-1" {

Here, we’re starting a new resource block. Each provider has its own building blocks (resources), and 
specific to AWS, we can use aws_instance. On this line, we’re also naming the instance, and calling 
it my-server-1.

Note that this is a name within Terraform we’re providing, not the actual name that will be used in 
AWS itself. Within Terraform, we’ll want to have some sort of name to refer back to this particular 
AWS instance if we need to refer to it again elsewhere.

  ami                         = "ami-09d56f8956ab235b3"

Next, we’re choosing the AMI we’d like to use for our instance. As discussed in the previous chapter, 
an AMI is an image we can use to build a server in AWS. The instance ID that I used here is for the 
official Ubuntu 22.04 AMI that comes as default with AWS. AMIs are specific to the region they were 
created in, so the instance ID here is specific to us-east-1. 
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If you’re also using us-east-1, you can use the above AMI ID as-is (so long as it’s not replaced by AWS 
with a newer one in the future). If in doubt, you can go into the AWS console, then navigate to the EC2 
console, and go through the process as if you were going to manually create an EC2 instance based 
on Ubuntu, and copy the AMI ID from there. Perhaps even easier, you can use the Amazon EC2 AMI 
Locator (provided directly by Canonical) to find an AMI ID to use: https://cloud-images.ubuntu.
com/locator/ec2/.

You’re able to filter that list by Ubuntu version as well as location. That way, you can find the AMI ID 
for an Ubuntu 22.04 AMI that’s within your chosen region. Change the AMI ID in the example code 
to the one you wish to use.

Also, you’ll probably notice that there are quite a few spaces in between ami and = "ami-
09d56f8956ab235b3". It’s common practice with Terraform syntax to align the equal sign of every line 
within a block, which makes the code look cleaner. This isn’t required, and nothing bad will happen if 
you don’t line everything up perfectly, but some may argue that the overall script looks cleaner that way.

  associate_public_ip_address = "true"

With this line, we’re deciding to utilize a public IP address with our instance, which is required if we 
wish to be able to access it remotely.

  instance_type                          = "t2.micro"

Here, we’re setting the desired instance type for our newly created server. As discussed in the previous 
chapter, there are multiple instance types available, each with a different cost. The t2.micro instance 
type is eligible for the free tier, so that’s the reason I chose it.

  key_name                                = "jay_ssh"

In the previous chapter, when we created an EC2 instance manually, part of that process was creating 
an OpenSSH key. The key that you’ve created is registered to your AWS account, so you can refer to it 
by the name you gave it. I called mine jay_ssh, but you’ll want to change this to whatever you named 
yours. You can see a list of your OpenSSH keys in the EC2 dashboard within AWS; there’s a section in 
the menu called Key Pairs where you can remind yourself what you’ve named your key if you forgot.

  vpc_security_group_ids         = [ "sg-0597d57383be308b0" ]

https://cloud-images.ubuntu.com/locator/ec2/
https://cloud-images.ubuntu.com/locator/ec2/
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During the last chapter, we created a security group that allowed both Apache and OpenSSH to 
communicate with our instance. When you create a security group, it’s designated with its own security 
group ID. The security group ID I used in the example was the one that was generated for me, so it 
won’t work for you. If you access the Security Groups section of the EC2 console, you can find the 
security group ID for the one that you’ve created. The ID for it should start with sg-, followed by a 
series of characters. Add yours in place of what I have for mine in the example.

  tags = {
    Name = "Web Server 1"
  }

In the last section of the example, we’re setting a tag. As discussed in the previous chapter, AWS allows 
you to create tags that are useful information you can have attached to an instance, which can give 
you additional information about its intended use. The Name tag is a special tag that changes the name 
that you see for the instance in the AWS EC2 list. You can name yours whatever you’d like.

At this point, we should be all set to go ahead and run Terraform to create our instance using our 
Terraform file as a blueprint. First, we need to set the access and secret access keys for Terraform to 
use. In your terminal, you can enter the following commands to do this:

export AWS_ACCESS_KEY_ID="AKIAVNXBZU2OBNWQQ7ET"
export AWS_SECRET_ACCESS_KEY="KVrAFvkwUa4Vn2ZIZHGy/IKMxdMo1plaMQoXZPVv" 

Those commands are simply run from your terminal and create environment variables containing 
the required keys. Terraform will look for the existence of the AWS_ACCESS_KEY_ID and AWS_SECRET_
ACCESS_KEY variables when it runs, and by exporting them, we’re making them available in our session. 
There’s actually a way you can add the keys right into the Terraform file itself, but we don’t want to 
do that, because then the key might get uploaded somewhere public if we do upload the entire file 
somewhere. There’s also a way to set up variables within the Terraform file to include these keys, but 
that’s beyond the scope of this chapter.

After exporting the variables, we need to initialize Terraform to ensure it has the required components 
it needs to interact with AWS:

terraform init

With that example, you can add the full path to the terraform utility if it’s not in a shared $PATH location, 
such as /usr/local/bin, which is a recommended location that I mentioned earlier. If you did copy 
it to /usr/local/bin, then you should be able to simply type terraform instead of the full path.
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The terraform init command instructs Terraform to initialize itself. It will look at any Terraform 
files you have in your current working directory and look for the provider line. In our case, that’s at 
the beginning of the file. We set it to aws. This will trigger Terraform to download the provider add-
on for AWS:

Figure 20.7: Initializing Terraform

As you can see from Figure 20.7, when I ran the command on my end, it downloaded the AWS provider 
to prepare it for use.

Next, we should run what’s known as a Terraform plan. Running a plan instructs Terraform to not 
make any changes but instead to check your syntax and ensure that you haven’t mistyped anything:

terraform plan

The terraform plan command doesn’t just check syntax, it will connect to your provider, in our case 
AWS, to do an inventory and compare the changes in the configuration file to the current state of 
the provider. If it’s unable to connect to the provider, an error will be returned. If the connection is 
successful, Terraform will list all the changes it would’ve made if you instructed it to actually perform 
the tasks. In plan mode, it will never actually carry out any instructions but merely provide you with 
a preview.
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If for some reason Terraform can’t connect to your AWS account, you should make sure you’ve run the 
two export commands earlier, and that you’ve done so with the appropriate values. If you close your 
terminal window, you’ll need to run those export commands again since those environment variables 
do not persist between terminal sessions. If successful, the Terraform plan will run:

Figure 20.8: Running a Terraform plan

In Figure 20.8, I’ve left off quite a bit of output. If your plan run was successful, Terraform will provide 
you with an overview of all the changes Terraform would’ve made if you were actually telling it to 
provision infrastructure.

If you would like to actually perform the changes, you can run a Terraform apply command. Before 
you do that though, always make it a habit to look at the output of the plan first. Notice the following 
line in the output:

Plan: 1 to add, 0 to change, 0 to destroy

In our case, it’s not going to destroy or change anything, but it’s going to add something if it were to 
run. If you scroll up, you can find additional detail about the changes it might make if we were to run 
an apply. Pay special attention to what it might want to destroy. For some changes, Terraform may 
deem it necessary to delete something and recreate it from scratch. If you’re using Terraform to update 
an existing server, you most likely won’t want that server to be deleted. In that case, don’t continue 
and run an apply. Always scrutinize the changes Terraform wants to make before you proceed and 
have it actually perform tasks.

Next, assuming we’re comfortable with the changes, we’ll proceed with an apply. Keep in mind that 
although running a plan with Terraform will cause it to look for and report syntax errors, passing the 
plan process with no syntax errors reported doesn’t mean that there aren’t any. There’s only so much 
Terraform can do before you actually run it, so there may be errors that it can only catch during an 
apply. As you can guess, the command to run the apply is fairly obvious:

terraform apply
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When it runs, the terraform apply command will run another sanity check, show the number of 
changes again, and ask if you’d like to continue:

Figure 20.9: Running the terraform apply command

To proceed, type yes and press Enter. As it runs, you can actually see the resources you’re having 
Terraform create show up in the AWS console as they’re being provisioned. In the case of an EC2 
instance as we’re doing here, we’ll be able to see the new instance in the list as it comes up:

Figure 20.10: An instance showing up in the EC2 list in AWS, created by Terraform

If all goes well, Terraform itself will report the process as being successful:

Figure 20.11: A successful terraform apply

Now we’ve created an EC2 instance in AWS, and we did so by utilizing automation. Sure, it hasn’t 
done all that much for us yet, but this is just a proof of concept. There are many things we can do 
with Terraform.

There’s something missing, though—security! We should also automate the process of adding a security 
group to the instance, which will provide us with the access we need to be able to connect to it and 
manage it. We’re able to access the instance now, but it’s very possible that it doesn’t have external 
internet access yet. In the next section, we’ll configure the security group for the instance as well, 
which will allow us to configure which ports are open and which IP addresses are able to communicate 
with our instance.

Managing security groups with Terraform
Security groups, as you learned in the previous chapter, allow you to control what is able to communicate 
with your resources. In the previous section, we reused the security group that we created last time, 
but it would be useful to understand how to create one from scratch.
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Here’s the example Terraform file again, with some new code added:

provider "aws" {
    region = "us-east-1"
}
resource "aws_instance" "my-server-1" {
    ami                                   = "ami-09d56f8956ab235b3"
    associate_public_ip_address = "true"
    instance_type                         = "t2.micro"
    key_name                              = "jay_ssh"
    vpc_security_group_ids        = [   "${aws_security_group.external_access.
id}" ]
    tags = {
        Name = "Web Server 1"
    }
}
  resource "aws_security_group" "external_access" {
        name          = "my_sg"
        description = "Allow OpenSSH and Apache"
        ingress {
        from_port   = 22
        to_port        = 22
        protocol       = "tcp"
        cidr_blocks  = [ "172.11.59.105/32" ]
        description   = "Home Office IP"
    }
    ingress {
        from_port   = 80
        to_port        = 80
        protocol       = "tcp"
        cidr_blocks  = [ "172.11.59.105/32" ]
        description   = "Home Office IP"
    }
    egress {
        from_port = 0
        to_port = 0
        protocol = "-1"
        cidr_blocks = ["0.0.0.0/0"]
    }
}
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I’ve added an entirely new section to the file, but before we get to that, I also changed a line from the 
previous example. It’s the tenth line down:

vpc_security_group_ids        = [ "${aws_security_group.external_access.id}" ] 

Previously, we set the security group ID for this line in the file to the security group ID that already 
existed, the one we created in the previous chapter. The configuration I’ve added further down will 
create a new security group, and here I’m setting the security group ID to a variable instead. The 
${aws_security_group.external_access.id} variable that was set here is known to Terraform as 
an output variable. We use an output variable for the security group ID because we have no idea what 
the security group ID will be since the new security group hasn’t even been created yet. Therefore, we 
use an output variable here and reference the name of the security group we’ll be creating (external_
access) with .id at the end, which will reference the security group ID once it’s created. That way, 
we can reference a security group here and assign it to the instance, without having to know ahead 
of time what its ID will be.

Further down the file, we begin a new section:

resource "aws_security_group" "external_access" {

With that line, we’re telling Terraform we’d like to create another new resource, this time a security 
group. We’re giving this security group a name of external_access, which is just a name within 
Terraform we can reference it as, not an actual name it will be called within AWS.

  name          = "my_sg"

Here, we’re giving the security group its actual name, the name we’ll see it shown as within AWS 
outside of Terraform.

  description = "Allow OpenSSH and Apache"

For the description line, there’s nothing too surprising here: we’re giving it a description we can 
use to describe its purpose and what the security group will be used for. Similar to the security group 
we’ve created manually in the previous chapter, we’ll be opening up OpenSSH and Apache with this 
security group.

  ingress {
      from_port   = 22
      to_port        = 22
      protocol       = "tcp"
      cidr_blocks  = [ "172.11.59.105/32" ]
      description   = "Home Office IP"
  }

The ingress block allows us to set a port to allow connections to come in from; in this case, we’re 
allowing connections from port 22, which, as you probably already know, is the default port for OpenSSH. 
We don’t want to open this port up to receive connections from the entire public internet, so we’re 
allowing the incoming traffic to this port only if it’s coming from an IP address of 172.11.59.105/32. 
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In your case, you can replace that with the public IP address of your home office or organization.

The second ingress block is the same as the first, only this time it’s allowing connections to port 80 
for Apache:

  ingress {
      from_port   = 80
      to_port        = 80
      protocol       = "tcp"
      cidr_blocks  = [ "172.11.59.105/32" ]
      description   = "Home Office IP"
  }

We also add an egress security group rule as well because, without this, our instance will not be able 
to reach the internet:

   egress {
      from_port = 0
      to_port = 0
      protocol = "-1"
      cidr_blocks = ["0.0.0.0/0"]
  }

As with the previous example, we’ll need to run a plan and then an apply to transform our new code 
into reality. I’ll leave it up to you to run both; as long as you haven’t mistyped anything, it should apply 
the changes and add the new security group. Inside AWS, you should see the new security group in the 
console, and also see it applied to your EC2 instance. Unless you reused the AMI from the previous 
chapter with Apache built in, you won’t be able to connect to the instance via port 80 since Apache is 
probably not installed, but I added it just to show you an example.

At this point, I recommend that you play around with the Terraform script we have so far, to get a feel 
for its syntax. Feel free to implement something extra; you can refer to the Terraform documentation 
for additional resources you can create with Terraform.

Congratulations on using Terraform to provision your infrastructure. Now, let’s use Terraform to 
destroy stuff.

Using Terraform to destroy unused resources
Although Terraform’s primary purpose is to create infrastructure, it can also be used to delete 
infrastructure as well. This function is known as a Terraform destroy. With destroy, Terraform 
will attempt to remove all infrastructure that’s defined in your configuration file. At this point, our 
configuration file creates an EC2 instance, as well as a security group. If we run destroy against it, 
then both resources will be removed.



Automating Cloud Deployments with Terraform480

Removing infrastructure with Terraform will likely be a use case you won’t utilize as often as creating 
resources. One of the values of the destroy functionality, though, is that you can use it to “reset” 
a test environment, by removing everything defined in the file. Then you’re free to use the same 
script to create everything again. On my end, I learn a lot faster by breaking things and fixing them 
repeatedly. You really shouldn’t run a destroy job against production infrastructure that you care 
about, but if you’re just using Terraform in a test account that doesn’t have any important instances 
inside it, then you can continually build and dismantle your test resources over and over as you learn. 
Another benefit is that an organization may test a Terraform build for a client in a test account first 
before implementing it in production, and you can verify that everything will be built correctly before 
performing the actual work for the client.

Performing a destroy within Terraform is just as simple as previous examples:

terraform destroy

Just like before, we’ll get confirmation first before it removes everything, showing us exactly what 
Terraform wants to remove when a destroy task is run:

Figure 20.12: Preparing to run terraform destroy to remove resources

Pay careful attention to what Terraform wants to delete when you run it with the destroy option. The 
screenshot doesn’t show the full output; it’s quite long. Similar to apply, if you scroll up, you’ll see that 
the output will contain detail about what in particular will be removed if we agree to continue. If you 
type yes and press Enter, the resources identified will be destroyed, and you’ll receive a confirmation 
message confirming that the task was carried out:

Figure 20.13: Final confirmation after destroying previously provisioned resources
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Basic usage of the terraform command is logically structured; we looked at how to run a plan as well 
as an apply, and now we know how to destroy our resources as well so we can start over with a clean 
slate. The majority of the time spent learning Terraform will be a matter of learning the syntax of its 
config files, but that will come in time. At this point in our journey, we should have a solid foundation 
we can build upon.

However, we’re not done yet! I’ve referenced Ansible several times in this chapter, reminding you 
about the fact that we used it in the past to configure a server. But what if I told you we can combine 
Terraform and Ansible? We certainly can, and we’ll do so in the next section.

Combining Ansible with Terraform for a full deployment 
solution
One of the best things about automation tools is that they can often be combined to offer a shared 
benefit. Ansible is one of my favorite tools: you can automate the installation of packages, the creation 
of users, the copying of files, or most other tasks you can think of. If you are able to perform a task 
on the command line, chances are Ansible can automate it. Terraform, as you just saw, is really good 
at creating new infrastructure and automating the initial setup of servers, as well as networks and 
settings for AWS and other platforms. If we combine the two, it gets even better.

I find the duo of Terraform and Ansible to be a great fit. Combining these two solutions works well 
in my experience; we can use Terraform to create our initial server and infrastructure builds, and 
then use Ansible to automate future enhancements. But it’s actually even better than that; we can 
configure Terraform to actually launch the initial Ansible run for us, so we only have to run a single 
script. After Terraform creates the infrastructure, provisioning of additional settings is handed off to 
Ansible. It’s a great combination.

How does it work? In the previous chapter, we explored the concept of user data, which is a feature 
within AWS that allows you to run a script as an instance is being created. We used it to install all the 
patches and then proceed and install Apache. The example we went over was a simple Bash script and 
wasn’t very exciting in and of itself. Sure, it did work, but we can implement a better solution. And 
you know what? We already have. In Chapter 15, Automating Server Configuration with Ansible, we were 
able to utilize Ansible Pull, a special mode of Ansible that allows us to pull code from a repository, 
and run it locally on our instance. The Ansible playbook we wrote installs Apache for us, the same as 
our Bash script did in the previous chapter. As a refresher, we are able to run the following command 
to trigger Ansible Pull:

ansible-pull -U https://github.com/myusername/ansible.git

Of course, this requires Ansible itself to be installed, and the repository needs to already exist. If you 
have already followed along in that chapter and you still have the repository we’ve created, then you 
already have what you need to combine Ansible with Terraform. 
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To save you the trouble of flipping back to Chapter 15, Automating Server Configuration with Ansible, 
here’s the final local.yml file we ended up with:

---
- hosts: localhost
  become: true
  tasks:
  - name: Install Apache
    apt: name=apache2
  - name: Start the apache2 services
    service:
      name: apache2
      state: started
  - name: Copy index.html
    copy:
      src: index.html
      dest: /var/www/html/index.html

As you can see, this playbook is installing Apache, starting it, and also copying an index.html file to 
replace the default web page. It’s fairly easy to implement this in Terraform. Here’s our Terraform 
script again, with a new line added, shown in bold:

provider "aws" {
    region = "us-east-1"
}
resource "aws_instance" "my-server-1" {
    ami                                   = "ami-0dba2cb6798deb6d8"
    associate_public_ip_address = "true"
    instance_type                         = "t2.micro"
    key_name                              = "jay_ssh"
    vpc_security_group_ids         = [ "${aws_security_group.external_access.
id}" ]
    user_data = file("bootstrap.sh")
    tags = {
        Name = "Web Server 1"
    }
}
resource "aws_security_group" "external_access" {
    name = "my_sg"
    description = "Allow OpenSSH and Apache"
    ingress {
      from_port   = 22
      to_port     = 22
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      protocol    = "tcp"
      cidr_blocks = [ "173.10.59.105/32" ]
      description = "Home Office IP"
  }
  ingress {
      from_port   = 80
      to_port     = 80
      protocol    = "tcp"
      cidr_blocks = [ "173.10.59.105/32" ]
      description = "Home Office IP"
  }
  egress {
      from_port = 0
      to_port = 0
      protocol = "-1"
      cidr_blocks = ["0.0.0.0/0"]
  }
}

The new addition to the file is on line #11. We’re referencing a bootstrap script, and in that script, we’ll 
add any commands we wish to run on the newly created instance:

  user_data = file("bootstrap.sh")

bootstrap.sh will need to exist in the same directory as the Terraform configuration file itself. The 
file doesn’t exist yet though, so go ahead and create it, and inside you can place the following lines:

#!/bin/bash
sudo apt update
sudo apt install -y ansible
sudo ansible-pull -U https://github.com/myusername/ansible.git

We haven’t made an overly complex change to the file, but what we did add gives us a great deal of 
benefits. The user_data option allows us to leverage the same user data function that’s built into 
AWS and schedule commands to run when an instance is first created. In this example, we utilize the 
user_data option to run a series of commands against the new instance, which will install Ansible 
and then launch ansible-pull to download a repository containing an Ansible playbook and run it 
locally. The playbook itself was set up in Chapter 15, Automating Server Configuration with Ansible, so 
we’re just leveraging what we’ve already created in the past, and we’re having Terraform kick off the 
Ansible job for us when it brings up the instance.

That brings us to the end of this chapter. I hope setting up automation with Terraform was a fun 
experience; I definitely enjoy working with it.
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Summary
There are many configuration management and provisioning tools available for automating our 
infrastructure builds. In this chapter, we took a look at Terraform, and then we even combined it 
with Ansible, which we were already using. Using Terraform, we were able to automate the creation 
of an EC2 instance in AWS, along with a security group to control how it can be accessed. Terraform 
is a very large subject, and the concepts contained in this chapter are only the beginning. There’s 
so much more you can do with Terraform, and I highly recommend you keep practicing with it and 
coming up to speed.

In the next chapter, we’re going to learn some methods we can utilize to add additional security to 
our Ubuntu servers. While no server is bulletproof, there’s a basic level of security we can implement 
that will make it less likely for our server to be compromised. It will be a very important chapter, so 
you won’t want to miss it.

Join our community on Discord
Join our community’s Discord space for discussions with the author and other readers: 

https://packt.link/LWaZ0

https://packt.link/LWaZ0
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Securing Your Server

It seems like every month there are new reports about companies getting their servers compromised. 
In some cases, entire databases end up freely available on the internet, which may even include sen-
sitive user information that can aid miscreants in stealing identities. Linux is a very secure platform, 
but it’s only as secure as the administrator who sets it up. Security patches are made available on a 
regular basis, but they offer no value unless you install them. OpenSSH is indispensable for remote 
administration, but it’s also a popular target for threat actors trying to break into servers. Backups 
are a must-have but are potentially useless if they’re not tested regularly or they fall into the wrong 
hands. In some cases, even your own employees can cause intentional or unintentional damage. In 
this chapter, we’ll look at some of the ways you can secure your servers from threats.

In this chapter, we will cover:

•	 Lowering your attack surface
•	 Understanding and responding to Common Vulnerabilities and Exposures (CVEs)
•	 Installing security updates
•	 Automatically installing patches with the Canonical Livepatch service
•	 Securing OpenSSH
•	 Installing and configuring Fail2ban
•	 MariaDB best practices for secure database servers
•	 Setting up a firewall
•	 Encrypting and decrypting disks with Linux Unified Key Setup (LUKS)
•	 Locking down sudo

To get started, let’s first talk about ways you may be able to lower your attack surface.

Lowering your attack surface
Your Ubuntu Server installations will likely have one or more important applications running on them, 
some of which might be available to the public internet. This is very common for web servers, for 
example, as it’s the primary goal of a web server to offer a website that your users can access. 
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Every application that is accessible from outside the walls of your organization is a potential entry 
point for threat actors who might attempt to break into your server. The attack surface of a server is 
essentially a list of all the things that are potentially exploitable. In regards to security, it’s important 
to understand which applications must be accessible remotely, and which ones you can lock down. 
Every application you lock down lowers the likelihood of it being taken over by an outside threat. The 
process of locking things down is what we refer to as lowering your attack surface.

Ideally, in a perfect world, we would disallow all outside connections to all of our servers. Threat ac-
tors can’t break into a server that is completely inaccessible from the outside. That doesn’t mean that 
there aren’t any threats at all, as disgruntled employees are always a potential risk. But a server that’s 
completely inaccessible is the most secure of all. However, it’s often not feasible to disallow all outside 
connections. If your company provides a popular public website, then it has to be publicly available. 
However, if you have an application running on your server that is only used by users internally, then 
you should lock it down if you can. Whenever possible, it’s good to implement a policy that outside 
connections are always disallowed by default unless there’s a business need to open it up.

What do we mean by “disallow?” There are multiple ways you can disallow access to an application 
on your server. The most effective of these is to completely uninstall the application. If you don’t have 
an application installed at all, it’s impossible for it to be a problem. It probably goes without saying 
that you should uninstall applications that aren’t necessary, but the entire point of running a server 
is to serve resources to users, so you’ll always have applications running on your server (otherwise 
there, wouldn’t be a point in having a server at all to begin with). Aside from removing an application, 
you can utilize a firewall to only allow specific connections. We’ll actually take a look at setting up a 
firewall later on in this chapter.

Most importantly, after a new server is implemented, an administrator should always perform a security 
check to ensure that it’s as secure as it can possibly be. No administrator can think of everything, and 
even the best among us can make a mistake, but it’s always important that we do our best to ensure 
we secure a server as much as we can. There are many ways you can secure a server, but the first thing 
you should do is lower your attack surface. This means that you should close as many holes as you 
can, and limit the number of things that outsiders could potentially be able to access. In a nutshell, 
if it’s not required to be available from the outside, lock it down. If it’s not necessary at all, remove it.

To start inspecting your attack surface, the first thing you should do is see which ports are listening 
for network connections. When an attacker wants to break into your server, it’s almost certain that a 
port scan is the first thing they will perform. They’ll inventory which ports on your server are listening 
for connections, determine what kind of application is listening on those ports, and then try a list of 
known vulnerabilities to try to gain access. To inspect which ports are listening on your server, you 
can do a simple port query with the ss command:

sudo ss -tulpn

The sudo portion of that command is optional, but if you do include sudo, you’ll see more information 
in the output. Normally I’d include a screenshot here, but there’s so much information that it won’t fit 
on this page. From the output, you’ll see a list of ports that are listening for connections. If the port 
is listening on 0.0.0.0, then it’s listening for connections from any network. 
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This is potentially bad. If the port is listening on 127.0.0.1, then it’s not actually accepting outside 
connections. Take a minute to inspect one of your servers with the ss command and note which ser-
vices are listening for outside connections.

Armed with the knowledge of what ports your server is listening on, you can make a decision about 
what to do with each one. Some of those ports may be required, as the entire purpose of a server is 
to serve something, which usually means communicating over the network. All of these legitimate 
ports should be protected in some way, which usually means configuring the service after reviewing its 
documentation for best practices (which will depend on the particular service) or enabling a firewall, 
which we’ll get to in the Setting up a firewall section. If any of the ports are not needed, you should 
close them down. You can either stop their daemon and disable it, or remove the package outright. I 
usually go for the latter, since it would just be a matter of reinstalling the package if I changed my mind.

OpenSSH is a service that you’re almost always going to have running on your servers. As you are 
already well aware, it’s a great tool for remote administration. But as useful as it is, it’s usually going 
to be the first target for any attacker attempting to gain entry into your server.

We won’t want to remove this though, because it’s something we’ll want to take advantage of. What 
should we do? Not to worry, I’ll be dedicating a section to securing OpenSSH later in this chapter. I 
mention this now in order to make sure you’re aware that lowering your attack surface will absolutely 
need to include at least a basic amount of security tweaking for OpenSSH. In addition, I’ll go over 
Fail2ban in this chapter as well, which can help add an additional layer of security to OpenSSH.

As I’ve mentioned, I’m a big fan of removing packages that aren’t needed. The more packages you 
have installed, the larger your attack surface is. It’s important to remove anything you don’t absolutely 
need. Even if a package isn’t listed as an open port, it could still be leveraged in a vulnerability chain. 
If an attacker uses a vulnerability chain, that essentially means that they first break into one service 
and then use a vulnerability in another (possibly unrelated) package to elevate their privileges and 
attempt to gain full access. For that reason, I will need to underscore the fact that you should remove 
any packages you don’t need on your server. An easy way to get a list of all the packages you have 
installed is with the following command:

dpkg --get-selections > installed_packages.txt

This command will result in the creation of a text file that will contain a list of all the packages that 
you have installed on your server. Take a moment to look at it. Does anything stand out that you know 
for sure you don’t need? You most likely won’t know the purpose of every single package, and there 
could be hundreds or more. A lot of the packages that will be contained in the text file are distribu-
tion-required packages you can’t remove if you want your server to boot up the next time you go to 
restart it. If you don’t know whether or not a package can be removed, do some research on Google. 
If you still don’t know, maybe you should leave that package alone and move on to inspect others. By 
going through this exercise on your servers, you’ll never really remember the purpose of every single 
package and library, but you should still find some things that you’ll be able to clean up. Eventually, 
you’ll come up with a list of typical packages most of your servers don’t need, which you can make 
sure are removed each time you set up a new server. You could even curate a list of unneeded packages, 
and then create an Ansible playbook to make sure they’re not installed.
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While attempting to clean up unneeded packages, a useful trick is to use the following command to 
check whether or not other packages depend on the package you are thinking of removing:

apt-cache rdepends <package-name>

As an example, I ran that command against the tmux package that I installed on a test server, but you 
can use whichever package name you’d like as an argument to check to see if anything depends on it:

apt-cache rdepends tmux

The output I received on my end is the following:

Figure 21.1: Updating packages on an Ubuntu server

With the output of the previous command, you can easily identify if another package depends on the 
package you are thinking about removing. In the example output, we can see that tmux is actually 
installed as a dependency of the ubuntu-server package. This means that tmux is quite possibly 
installed by default on your server, but that may vary depending on whether or not you’ve installed 
Ubuntu Server yourself or are using a cloud image. Cloud providers don’t always configure Ubuntu 
Server images the same way. But at the very least, you can identify dependencies and make a more 
informed decision on whether or not you can safely remove a package.
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Another important consideration is making sure to use only strong passwords. This probably goes 
without saying, since I’m sure you already understand the importance of strong passwords. Howev-
er, I’ve seen hacks recently in the news caused by administrators who set weak passwords for their 
external-facing database or web console, so you never know. The most important rule is that if you 
must have a service listening for outside connections, then it absolutely must have a strong, randomly 
generated password. Granted, some daemons don’t have a password associated with them (Apache is 
one example; it doesn’t require authentication for someone to view a web page on port 80). However, 
if a daemon does have authentication, it should have a very strong password. OpenSSH is an example 
of this. If you must allow external access to OpenSSH, that user account should have a strong randomly 
generated password. Otherwise, it will likely be taken over within a couple of weeks by a multitude 
of bots that routinely go around scanning for these types of things. In fact, it’s best to disable pass-
word authentication in OpenSSH entirely, which we will do later in this chapter. Disabling password 
authentication increases the security around OpenSSH quite a bit.

Finally, it’s important to employ the principle of least privilege for all your user accounts. You’ve 
probably gotten the impression from several points I’ve made throughout the book that I distrust 
users. While I always want to think the best of everyone, sometimes the biggest threats can come 
from within (disgruntled employees, accidental deletions of critical files, and so on). Therefore, it’s 
important to lock down user accounts as much as possible, and allow them access to only what they 
actually need to perform their job. This may involve, but is certainly not limited to:

•	 Adding a user to the smallest possible number of groups
•	 Defaulting all network shares to read-only (users can’t delete what they don’t have permission 

to delete)
•	 Routinely auditing all your servers for user accounts that have not been logged into for a time
•	 Setting account expirations for user accounts, and requiring users to reapply to maintain 

account status (this prevents hanging user accounts)
•	 Allowing user accounts to access as few system directories as possible (preferably none, if 

you can help it)
•	 Restricting sudo to specific commands (more on that later on in this chapter)

Above all, make sure you document each of the changes you make to your servers, in the name of secu-
rity. After you develop a good list, you can turn that list into a security checklist to serve as a baseline 
for securing your servers. Then, you can set reminders to routinely scan your servers for unused user 
accounts, unnecessary group memberships, and any newly opened ports.

Even if the output shows a package has no dependencies, you still may not want to remove 
it unless you understand the functionality it provides and what impact removing the 
package may have on your system. You can always Google the package name for more 
details, but at the very least you should look for open ports and focus on those first, since 
open ports have a greater impact on the security of your server. We’ll look at this in more 
detail later in this chapter, in the Setting up a firewall section.
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Now you should have some good ideas on how you can lower your attack surface. It’s also important 
to keep up to date on the current trends and notices surrounding security issues that were reported. 
In the next section, we’ll take a look at Common Vulnerabilities and Exposures (CVEs), which can 
help you better understand the nature of threats in the wild.

Understanding and responding to CVEs
I’ve already mentioned some of the things you can do in order to protect your server from some com-
mon threats, and I’ll give you more tips later on in this chapter. But how does one know when there’s 
a vulnerability that needs to be patched? How do you know when to take action? The best practices 
I’ll mention in this chapter will only go so far; at some point, there may be some sort of security issue 
that will require you to do something beyond generating a strong password or locking down a port.

The most important thing to do is to keep up with the news. Subscribe to sites that report news on 
security vulnerabilities, and I’ll even place a few of these in the Further reading section of this chapter. 
When a security flaw is revealed, it’s typically reported on these sites and given a CVE number, where 
security researchers will document their findings.

CVEs are found in special online catalogs detailing security vulnerabilities and their related infor-
mation. In fact, many Linux distributions (Ubuntu included) maintain their own CVE catalogs with 
vulnerabilities specific to their platform. On such a page, you can see which CVEs the version of your 
distribution is vulnerable to, which have been responded to, and what updates to install in order to 
address them.

Often, when a security vulnerability is discovered, it will receive a CVE identification right away, even 
before mitigation techniques are known. In my case, I’ll often watch a CVE page for a flaw when one is 
discovered, and look for it to be updated with information on how to mitigate it once that’s determined.

Most often, closing the hole will involve installing a security update, which the security team for 
Ubuntu will create to address the flaw. In some cases, the new update will require restarting the server 
or at least a running service, which means I may have to wait for a maintenance period to perform 
the mitigation.

I recommend taking a look at the Ubuntu CVE tracker, available at https://ubuntu.com/security/
cves. On this site, Canonical (the makers of Ubuntu) keeps information regarding CVEs that affect 
the Ubuntu platform. There, you can get a list of vulnerabilities that are known to the platform as 
well as the steps required to address them. There’s no one rule about securing your server, but paying 
attention to CVEs is a good place to start. We’ll go over installing security updates in the next section, 
which is the most common method of mitigation.

Installing security updates
Since I’ve mentioned updating packages several times, let’s have a formal conversation about it. Updat-
ed packages are made available for Ubuntu quite often, sometimes even daily. These updates mainly 
include the latest security updates but may also include new features. Since Ubuntu 22.04 is an LTS 
release, security updates are much more common than feature updates. 

https://ubuntu.com/security/cves
https://ubuntu.com/security/cves
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Installing the latest updates on your server is a very important practice, but, unfortunately, it’s not 
something that all administrators keep up with for various reasons.

When installed, security updates very rarely make many changes to your server, other than helping 
to keep it secure against the latest threats. However, it’s always possible that a security update that’s 
intended to fix a security issue ends up breaking something else. This is rare, but I’ve seen it happen. 
When it comes to production servers, it’s often difficult to keep them updated, since it may be cata-
strophic to your organization to introduce change within a server that’s responsible for a large por-
tion of your profits. If a server goes down, it could be very costly. Then again, if your servers become 
compromised and your organization ends up the subject of a CNN hacking story, you’ll definitely wish 
you had kept your packages up to date!

The key to a happy data center is to test all updates before you install them. Many administrators will 
feature a system where updates will graduate from one environment to the next. For example, some 
may create virtual clones of their production servers, update them, and then see whether anything 
breaks. If nothing breaks, then those updates will be allowed on the production servers.

In a clustered environment, an administrator may just update one of the production servers, see how 
it gets impacted, and then schedule a time to update the rest. In the case of workstations, I’ve seen 
policies where select users are chosen for security updates before they are uploaded to the rest of the 
population. I’m not necessarily suggesting you treat your users as guinea pigs, but everyone’s orga-
nization is different, and finding the right balance for installing updates is very important. Although 
these updates represent change, there’s a reason that Ubuntu’s developers went through the hassle of 
making them available. These updates fix issues, some of which are security concerns that are already 
being exploited as you read this.

To begin the process of installing security updates, the first step is to update your local repository index. 
As we’ve discussed before, the way to do so is to run sudo apt update. This will instruct your server 
to check all of its subscribed repositories to see whether any new packages were added or whether 
any out-of-date packages were removed. Then, you can start the actual process.

There are two commands you can use to update packages. You can run either sudo apt upgrade or 
sudo apt dist-upgrade.

The difference is that running apt upgrade will not remove any packages and is the safest to use. 
However, this command won’t pull down any new dependencies either. Basically, the apt upgrade 
command simply updates any packages on your server that have already been installed, without adding 
or removing anything. Since this command won’t install anything new, this also means your server 
will not have updated kernels installed either.

The apt dist-upgrade command will update absolutely everything available. It will make sure all 
packages on your server are updated, even if that means installing a new package as a dependency 
that wasn’t required before. If a package needs to be removed in order to satisfy a dependency, it will 
do that as well. If an updated kernel is available, it will be installed. If you use this command, just 
take a moment to look at the proposed changes before you agree to have it run, as it will allow you to 
confirm the changes during the process.
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Generally speaking, the dist-upgrade variation should represent your end goal, but it’s not necessar-
ily where you should start. Updated kernels are important, since your distribution’s kernel receives 
security updates just like any other package. All packages should be updated eventually, even if that 
means something is removed because it’s no longer needed or something new ends up getting installed.

When you start the process of updating, it will look similar to the following:

Figure 21.2: Updating packages on an Ubuntu server

Before the update process actually starts, you’ll be given an overview of what it wants to do. In my 
case, it wants to upgrade 11 packages. If you were to enter Y and then press Enter, the update process 
would begin. At this point, I’ll need to leave the terminal window open; it’s actually dangerous to 
close it in the middle of the update process. Closing the terminal window in the middle of a package 
management task may result in corrupted or partially installed packages.

Assuming that this process finishes successfully, we can run the apt dist-upgrade command to 
update the rest – specifically, the packages that were held back because they would’ve installed new 
packages or removed existing ones. There weren’t any in my case, but in such a situation you may see 
text indicating that some upgrades were held back, which is normal with apt upgrade. At that point, 
you’ll run sudo apt dist-upgrade to install any remaining updates that didn’t get installed with the 
first command.

In regard to updating the kernel, this process deserves some additional discussion. Some distributions 
are very risky when it comes to updating the kernel. Arch Linux is an example of this, where only 
one kernel is installed at any one time. Therefore, when that kernel gets updated, you really need to 
reboot the machine so that it can use it properly (sometimes, various system components may have 
difficulty in a case where you have a pending reboot after installing a new kernel).

Ubuntu, on the other hand, handles kernel upgrades very efficiently. When you update a kernel in 
Ubuntu, it doesn’t replace the kernel your server is currently running on. Instead, it installs the up-
dated kernel alongside your existing one.

In fact, these kernels will continue to be stacked and none of them will be removed as new ones are 
installed. When new versions of the Ubuntu kernel are installed, the GNU GRUB boot loader will be 
updated automatically to boot the new kernel the next time you perform a reboot. 
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Until you do, you can continue to run on your current kernel for as long as you need to, and you 
shouldn’t notice any difference. The only real difference is the fact that you’re not taking advantage of 
the additional security patches of the new kernel until you reboot, which you can do during your next 
maintenance window. The reason this method of updating is great is that if you run into a problem 
where the new kernel doesn’t boot or has some sort of issue, you’ll have a chance to press Esc at the 
beginning of the boot process, where you’ll be able to browse a list of all of your installed kernels. 
Using this list, you can choose between your previous (known, working) kernels and continue to use 
your server as you were before you updated the kernel. This is a valuable safety net!

After you update the packages on your server, you may want to restart services in order to take advan-
tage of the new security updates. In the case of kernels, you would need to reboot your entire server 
in order to take advantage of kernel updates, but other updates don’t require a reboot. Instead, if you 
restart the associated service, you’ll generally be fine (if the update itself didn’t already trigger a restart 
of a service). For example, if your DNS service (bind9) was updated, you would only need to execute 
the following to restart the service:

sudo systemctl restart bind9

In addition to keeping packages up to date, it’s also important that you understand how to roll back an 
updated package in a situation where something went wrong. You can recover from such a situation 
by simply reinstalling an older version of a package manually. Previously downloaded packages are 
stored in the following directory:

/var/cache/apt/archives

There, you should find the actual packages that were downloaded as a part of your update process. In 
a case where you need to restore an updated package to a previously installed version, you can man-
ually install a package with the dpkg command. Generally, the syntax will be similar to the following:

sudo dpkg -i /path/to/package.deb

To be more precise, you would use a command such as the following to reinstall a previously down-
loaded package, using an older Linux kernel as an example:

sudo dpkg -i /var/cache/apt/archives/linux-image-5.15.0-30-
generic_5.15.0-30.31_amd64.deb

However, with the dpkg command, dependencies aren’t handled automatically, so if you are missing 
a package that your target package requires as a dependency, the package will still be installed, but 
you’ll have unresolved dependencies you’ll need to fix. You can try to resolve this situation with apt:

sudo apt -f install

The apt -f install command will attempt to fix your installed packages, looking for packages that are 
missing (but are required by an installed package), and will offer to install the missing dependencies 
for you. In a case where it cannot find a missing dependency, it will offer to remove the package that 
requires the missing packages if the situation cannot be worked out any other way.
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Well, there you have it. At this point, you should be well on your way to not only installing packages but 
keeping them updated as well. There’s also a feature in Ubuntu that you can utilize to take advantage 
of the concept of live patching, which you can use to patch your server’s kernel automatically. That’s 
what we’ll cover in the next section.

Automatically installing patches with the Canonical 
Livepatch service
In the previous section, I mentioned that if your updates include an update to the kernel, you’ll need 
to reboot your server for the new kernel to take effect. While this is generally true, Canonical offers a 
Livepatch service for Ubuntu, which allows it to receive updates and have them applied without reboot-
ing. This is a game changer, as it takes care of keeping your running kernel patched without you having 
to do anything, not even reboot. This is a massive benefit to security, as it gives you the benefits of the 
latest security patches without the inconvenience of scheduling a restart of your servers right away.

However, the service is not free or included with Ubuntu by default. Even so, you can install the 
Livepatch service on three of your servers without paying, so it’s still something you may want to 
consider. You’re even able to utilize this service on the desktop version of Ubuntu if you’d like. Since 
you can use this service for free on three servers, I see no reason why you shouldn’t benefit from this 
on your most critical resources.

Even though you generally won’t need to reboot your server in order to take advantage of patches with 
the Livepatch service, there may be some exceptions depending on the nature of the vulnerability. 
There have been exploits in the past that required complex changes, and even servers subscribed to 
this service still needed to reboot. This is the exception rather than the rule, though. Most of the time, 
a reboot is simply not something you’ll need to worry about if you’re utilizing Livepatch. More often 
than not, your server will have all patches applied and inserted right into the running kernel, which 
is an amazing thing.

One important thing to note is that this doesn’t stop you from needing to install updates via apt. Live 
patches are inserted right into the kernel, but they’re not permanent. You’ll still want to install all of 
your package updates on a regular basis through the regular means. At the very least, live patches 
will make it so that you won’t be in such a hurry to reboot. If an exploit is revealed on Monday but you 
aren’t able to reboot your server until Sunday, it’s no big deal.

Since the Livepatch service requires a subscription, you’ll need to create an account in order to get 
started using it. You can get started with this process at https://auth.livepatch.canonical.com/.

The process will involve having you create an Ubuntu One account (https://login.ubuntu.com/), 
which is Canonical’s centralized login system. You’ll enter your email address, choose a password, 
and then at the end of the process, you’ll be given a token to use with your Livepatch service, which 
will be a string of random characters.

https://auth.livepatch.canonical.com/
https://login.ubuntu.com/
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Now that you have a token, you can decide on the three servers that are most important to you. On 
each of those servers, you can run the following commands to get started:

sudo snap install canonical-livepatch
sudo canonical-livepatch enable <token>

Believe it or not, that’s all there is to it. With how amazing the Livepatch service is, you’d think it would 
be a complicated process to set up. The most time-consuming part is registering for a new account, 
as it only takes two commands to set this service up on a server. You can check the status of Livepatch 
with the following command:

sudo canonical-livepatch status

Depending on the budget of your organization, you may decide that this service is worth paying for, 
which will allow you to benefit from having it on more than three servers. It’s definitely worth con-
sidering. You’ll need to contact Canonical to inquire about additional support, should you decide to 
explore that option.

At this point, we should switch gears and discuss some things we can do to better secure OpenSSH. I’ve 
mentioned a few times throughout this chapter that OpenSSH is a common target for outside threat 
actors, so in the next section, it’s time to take a closer look at this.

Securing OpenSSH
OpenSSH is a very useful utility; it allows us to configure our servers from a remote location as if we 
were sitting in front of the console. In the case of cloud resources, it’s typically the only way to access 
our servers. Considering the nature of OpenSSH itself (remote administration), it’s a very tempting 
target for miscreants who are looking to cause trouble. If we simply leave OpenSSH unsecured, this 
useful utility may be our worst nightmare.

Thankfully, configuring OpenSSH itself is very easy. However, the large number of configuration 
options may be intimidating to someone who doesn’t have much experience tuning it. While it’s a 
good idea to peruse the documentation for OpenSSH, in this section, we’ll take a look at the common 
configuration options you’ll want to focus your attention on first.

The configuration file for OpenSSH itself is located at /etc/ssh/sshd_config, and we touched on 
it in Chapter 10, Connecting to Networks. This is the file we’re going to focus on in this section, as the 
configuration options I’m going to give you are to be placed in that file.

With each of the tweaks in this section, make sure you first look through the file in order to see whether 
the setting is already there and change it accordingly. If the setting is not present in the file, add it. 
After you make your changes, it’s important to restart the OpenSSH daemon:

sudo systemctl restart ssh

Go ahead and open this file in your editor, and we’ll go through some tweaks.
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One really easy tweak is to change the port number that OpenSSH listens on, which defaults to port 
22. Since this is the first port that hackers will attempt, it makes sense to change it, and it’s a very 
easy change to make. However, I don’t want you to think that just because you change the port for 
OpenSSH, it’s magically hidden and cannot be detected. A persistent threat actor will still be able to 
find the port by running a port scan against your server. However, with the change being so easy to 
tweak, why not do it? To change it, simply look for the port number in the /etc/ssh/sshd_config file 
and change it from its default of 22:

Port 65332

The only downsides I can think of in regards to changing the SSH port are that you’ll have to remember 
to specify the port number when using SSH, and you’ll have to communicate the change to anyone 
that uses the server. To specify the port, we use the -p option with the ssh command:

ssh -p 65332 myhost

If you’re using scp, you’ll need to use an uppercase P instead:

scp -P 65332 myfile myserver:/path/to/dir

Even though changing the port number won’t make your server bulletproof, we shouldn’t underestimate 
the value of doing so. In a hypothetical example where an attacker is scanning servers on the inter-
net for an open port 22, they’ll probably skip your server and move on to the next. Only determined 
attackers that specifically want to break into your server will scan other ports looking for it. This also 
keeps your log file clean; you’ll see intrusion attempts only from miscreants doing aggressive port 
scans, rather than random bots looking for open ports.

If your server is internet-facing, this will result in far fewer entries in the logs! OpenSSH logs connec-
tion attempts in the authorization log, located at /var/log/auth.log. Feel free to check out that log 
file to see what typical logging looks like.

Another change that’s worth mentioning is which protocol OpenSSH listens for. Most versions of 
OpenSSH available in repositories today default to Protocol 2. This is what you want. Protocol 2 is much 
more secure than Protocol 1. You should never allow Protocol 1 in production under any circumstances. 
Chances are you’re probably already using the default of Protocol 2 on your server, unless you changed 
it for some reason. I mention it here just in case you have older servers still in production that are 
defaulting to the older protocol. Nowadays, OpenSSH is always on Protocol 2 in any modern release 
of a Linux distribution. If you do have an older server that’s still using Protocol 1, you can adjust that 
by finding the following line in the /etc/ssh/sshd_config file:

Protocol 1

Switching OpenSSH to use Protocol 2 is as simple as changing the 1 on that line to 2, and then restart-
ing the OpenSSH server:

sudo systemctl restart ssh
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Next, I’ll give you two tweaks for the price of one. There are two settings that deal with which users 
and groups are allowed to log in via SSH: AllowUsers and AllowGroups, respectively. By default, every 
user you create is allowed to log in to your server via SSH. With regards to root, that’s actually not 
allowed by default (more on that later). But each user you create is allowed in. However, only users 
that must have access should be allowed in. There are two ways to accomplish this.

One option is to use AllowUsers. With the AllowUsers option, you can specifically set which users 
can log in to your server. With AllowUsers present (which is not found in the config file by default), 
your server will not allow anyone to use SSH that you don’t specifically call out with that option. You 
can separate each user with a space:

AllowUsers larry moe curly

Personally, I find AllowGroups easier to manage. It works pretty much the same as AllowUsers, but 
with groups. If present, it will restrict OpenSSH connections to users who are a member of this group. 
To use it, you’ll first create the group in question (you can name it whatever makes sense to you):

sudo groupadd sshusers

Then, you’ll make one or more users a member of that group:

sudo usermod -aG sshusers myuser

Once you have added the group and made a user or two a member of that group, add the following to 
your /etc/ssh/sshd_config file, replacing the sample groups with yours:

AllowGroups admins sshusers gremlins

It’s fine to use only one group. Just make sure you add yourself to the group before you log out; oth-
erwise, you’ll lock yourself out. I recommend you use only one or the other between AllowUsers and 
AllowGroups. I think that it’s much easier to use AllowGroups, since you’ll never need to touch the 
sshd_config file again; you’ll simply add or remove user accounts to and from the group to control 
access. Just so you’re aware, AllowUsers overrides AllowGroups.

Another important option is PermitRootLogin, which controls whether or not the root user account 
is able to make SSH connections. This should always be set to no. By default, this is usually set to 
prohibit-password, which means key authentication is allowed for root while passwords for root 
aren’t accepted. I don’t see any reason for this either. In my opinion, you should turn this off. Having 
root being able to log in to your server over a network connection is never a good idea. This is always 
the first user account attackers will try to use:

PermitRootLogin no

There is one exception to the no-root rule with SSH. Some providers of cloud servers, such as Linode, 
may have you log in as root by default. This isn’t really typical, but some providers are set up that way. 
In such a case, I recommend creating a regular user with sudo access, and then disallowing root login.
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My next suggestion is by no means easy to set up, but it’s worth it. By default, OpenSSH allows users 
to authenticate via passwords. This is one of the first things I disable on all my servers. Allowing us-
ers to enter passwords to establish a connection means that attackers will also be able to brute-force 
your server. If passwords aren’t allowed, then they can’t do that. What’s tricky is that before you can 
disable password authentication for SSH, you’ll first need to configure and test an alternate means of 
authenticating, which will usually be public key authentication. This is something we’ve gone over, in 
Chapter 10, Connecting to Networks. Basically, you can generate an SSH key pair on your local worksta-
tion, and then add that key to the authorized_keys file on the server, which will allow you in without a 
password. Again, refer to Chapter 10, Connecting to Networks, if you haven’t played around with this yet.

If you disable password authentication for OpenSSH, then public key authentication will be the only 
way in. If someone tries to connect to your server and they don’t have the appropriate key, the server 
will deny their access immediately. If password authentication is enabled and you have a key rela-
tionship, then the server will ask the user for their password if their key isn’t installed. In my view, 
after you set up access via public key cryptography, you should disable password authentication ( just 
make sure you test it first):

PasswordAuthentication no

There you are – those are my most recommended tweaks for securing OpenSSH. There’s certainly more 
where that came from, but those are the settings you’ll benefit from the most. In the next section, we’ll 
add an additional layer, in the form of Fail2ban. With Fail2ban protecting OpenSSH and coupled with 
the tweaks I mentioned in this section, attackers will have a tough time trying to break into your server. 
For your convenience, here are all the OpenSSH configuration options I’ve covered in this section:

Port 65332 
Protocol 2 
AllowUsers larry moe curly 
AllowGroups admins sshusers gremlins 
PermitRootLogin no 
PasswordAuthentication no 

With OpenSSH better secured, we should be a bit more confident now when it comes to the security 
of our server. However, each tweak or improvement we make to improve security only helps us so 
much. The more protections we implement, the better. In the next section, we’ll explore Fail2ban, 
which can greatly increase the security of our server.

Installing and configuring Fail2ban
Fail2ban, how I love thee! Fail2ban is one of those tools that once I learned how valuable it is, I won-
dered how I ever lived so long without it. Fail2ban is able to keep an eye on your log files, looking for 
authentication failures. You can set the number of failures that are allowed from any given IP address, 
and if there are more than the allowed number of failures, Fail2ban will block that individual’s IP 
address. It’s highly configurable and can enhance the security of your server.
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Installing and configuring Fail2ban is relatively straightforward. First, install its package:

sudo apt install fail2ban

After installation, the fail2ban daemon will start up and be configured to automatically start at boot 
time. Configuring fail2ban is simply a matter of creating a configuration file. But this is one of the 
more interesting aspects of Fail2ban: you shouldn’t use its default config file. The default file is /etc/
fail2ban/jail.conf. The problem with this file is that it can be overwritten when you install security 
updates, if those security updates ever include Fail2ban itself. To remedy this, Fail2ban also reads the 
/etc/fail2ban/jail.local file, if it exists. It will never replace that file, and the presence of a jail.
local file will supersede the jail.conf file. The simplest way to get started is to make a copy of jail.
conf and save it as jail.local:

sudo cp /etc/fail2ban/jail.conf /etc/fail2ban/jail.local

Next, I’ll go over some of the very important settings you should configure, so open up the /etc/
fail2ban/jail.local file you just copied in a text editor. The first configuration item to change is 
located on or around line 92 and is commented out:

#ignoreip = 127.0.0.1/8 ::1

First of all, uncomment it. Then, you should add additional networks that you don’t want to be blocked 
by Fail2ban. Basically, this will help prevent you from getting locked out in a situation where you 
accidentally trigger Fail2ban. Fail2ban is relentless; it will block any service that meets its block cri-
teria, and it won’t think twice about it. This includes blocking you. To rectify this, add your company’s 
network here, as well as any other IP address you never want to be blocked. Make sure to leave the 
localhost IP intact:

Ignoreip = 127.0.0.1/8 ::1 192.168.1.0/24 192.168.1.245/24

In that example, I added the 192.168.1.0/24 network, as well as a single IP address of 192.168.1.245/24. 
Add your networks to this line to ensure you don’t lock yourself out.

Next, line 101 includes the bantime option. This option pertains to how many seconds a host is banned 
when Fail2ban blocks it. This option defaults to 10m, or 10 minutes:

bantime  = 10m

Change this number to whatever you find reasonable, or just leave it as its default, which will also 
be fine. If a host gets banned, it will be banned for this specific number of minutes, and then it will 
eventually be allowed again.

Continuing, we have the maxretry setting:

maxretry = 5

This is specifically the number of failures that need to occur before Fail2ban takes action. If a service 
it’s watching reaches the number set here, game over! The IP will be blocked for the number of min-
utes included in the bantime option. 
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You can change this if you want to, if you don’t find 5 failures to be reasonable. The highest I would 
set it to is 7, for those users on your network who insist they’re typing the correct password and they 
type the same (wrong) thing over and over. Hopefully, they’ll realize their error before their seventh 
attempt and won’t need to call the helpdesk.

Skipping ahead all the way down to line 272 or thereabouts, we have the Jails section. From here, 
the config file will list several jails you can configure, which is basically another word for something 
Fail2ban will pay attention to. The first is [sshd], which configures its protection of the OpenSSH 
daemon. Look for this option underneath [sshd]:

port    = ssh

port being equal to ssh basically means that it’s defaulting to port 22. If you’ve changed your SSH port, 
change this to reflect whatever that port is. There are two such occurrences, one under [sshd] and 
another underneath [sshd-ddos]:

port    = 65332

Before we go too much further, I want to underscore the fact that we should test whether Fail2ban is 
working after each configuration change we make. To do this, restart Fail2ban and then check its status:

sudo systemctl restart fail2ban
sudo systemctl status -l fail2ban

The status should always be active (running). If it’s anything else (such as failed), that means that 
Fail2ban doesn’t like something in your configuration. Usually, that means that Fail2ban’s status will 
reflect that it exited. So, as we go, make sure to restart Fail2ban after each change and make sure it’s 
not complaining about something. The status command will show lines from Fail2ban’s log file for 
your convenience.

Another useful command to run after restarting Fail2ban is the following:

sudo fail2ban-client status

The output from that command will show all the jails that you have enabled. If you enable a new jail 
in the config file, you should see it listed within the output of that command.

So, how do you enable a jail? By default, all jails are disabled, except for the one for OpenSSH. To 
enable a jail, place the following within its config block in the /etc/fail2ban/jail.local file:

enabled = true 

If you want to enable the apache-auth jail, find its section, and place enabled = true right under-
neath its stanza. For example, apache-auth will look like the following after you add the enabled line:

[apache-auth] 
enabled = true 
port     = http,https 
logpath  = %(apache_error_log) 
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In that example, the enabled = true portion wasn’t present in the default file. I added it. Now that 
I’ve enabled a new jail, we should restart fail2ban:

sudo systemctl restart fail2ban

Next, check its status to make sure it didn’t explode on startup:

sudo systemctl status -l fail2ban

Assuming all went well, we should see the new jail listed in the output of the following command:

sudo fail2ban-client status

On my test server, the output became the following once I enabled apache-auth:

Status
|- Number of jail: 2
  '- Jail list:    apache-auth, sshd

If you enable a jail for a service you don’t have installed, Fail2ban may fail to start up. In my example, 
I actually did have apache2 installed on that server before I enabled its jail. If I hadn’t, Fail2ban would 
likely have exited, complaining that it wasn’t able to find log files for Apache. This is the reason why I 
recommend that you test Fail2ban after enabling any jail. If Fail2ban decides it doesn’t like something, 
or something it’s looking for isn’t present, it may stop. Then, it won’t be protecting you at all, which 
is not good.

The basic order of operations for Fail2ban is to peruse the jail config file, looking for any jails you 
may benefit from. If you have a daemon running on your server, there’s a chance that there’s a jail for 
that. If there is, enable it and see whether Fail2ban breaks. If not, you’re in good shape. If it does fail 
to restart properly, inspect the status output and check what it’s complaining about.

One thing you may want to do is add the enabled = true line to [sshd] and [sshd-ddos]. Sure, the 
[sshd] jail is already enabled by default, but since it wasn’t specifically called out in the config file, 
I don’t trust it. So you might as well add an enabled line to be safe. There are several jails you may 
benefit from. If you are using SSL with Apache, enable [apache-modsecurity]. Also, consider enabling 
[apache-shellshock] while you’re at it to potentially protect Apache from the Shellshock vulnerability. 
If you’re running your own mail server and have Roundcube running, enable [roundcube-auth] and 
[postfix]. There are a lot of default jails at your disposal!

Like all security applications, Fail2ban isn’t going to automatically make your server impervious to all 
attacks, but it is a helpful additional layer you can add to your security regimen. When it comes to the 
jails for OpenSSH, Fail2ban is worth its weight in gold, and that’s really the least you should enable. Go 
ahead and give Fail2ban a go on your servers—just make sure you also add your own network to the 
Ignoreip list that was covered earlier, in case you accidentally type your own SSH password incorrectly 
too many times and potentially lock yourself out. Fail2ban doesn’t discriminate; it’ll block anyone. 
Once you get it fully configured, I think you’ll agree that Fail2ban is a worthy ally for your servers.
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Earlier, I mentioned that each service that runs on your computer listening for connections is a 
potential target. While it’s impossible to go over every service you could possibly run on your server 
and how to secure it, we will want to consider securing our database server (if we have one) since 
organizations typically store valuable data there. We’ll learn some methods we can utilize to better 
secure MariaDB next.

MariaDB best practices for secure database servers
MariaDB, as well as MySQL, is a very useful resource to have at your disposal. However, it can also be 
used against you if configured improperly. Thankfully, it’s not too hard to secure, but there are several 
points of consideration to make regarding your database server when developing your security design.

The first point is probably obvious to most of you, and I have mentioned it before, but I’ll mention 
it just in case. Your database server should not be reachable from the internet. I do understand that 
there are some edge cases when developing a network, and certain applications may require access to 
a MySQL database over the internet. However, if your database server is accessible over the internet, 
miscreants will try their best to attack it and gain entry. If there’s any vulnerability in your version of 
MariaDB or MySQL, they’ll most likely be able to hack into it.

In most organizations, a great way to implement a database server is to make it accessible by only 
internal servers. This means that while your web server would obviously be accessible from the in-
ternet, its backend database should exist on a different server on your internal network and accept 
communications only from the web server. If your database server is a VPS or cloud instance, it should 
especially be configured to only accept communications from your web server, as VPS machines 
are accessible via the internet by default. Therefore, it’s still possible for your database server to be 
breached if your web server is also breached, but it would be less likely to be compromised if it resides 
on a separate and restricted server.

Some VPS providers, such as DigitalOcean and Linode, feature local networking, which you can 
leverage for your database server instead of allowing it to be accessible over the internet. If your VPS 
provider features local networking, you should definitely utilize it and deny traffic from outside the 
local network.

With regards to limiting which servers are able to access a database server, there are a few tweaks we 
can use to accomplish this. First, we can leverage the /etc/hosts.allow and /etc/hosts.deny files. 
With the /etc/hosts.deny file, we can stop traffic from certain networks or from specific services. 
With /etc/hosts.allow, we allow the traffic. This works because IP addresses included in /etc/hosts.
allow override /etc/hosts.deny. So basically, if you deny everything in /etc/hosts.deny and allow 
a resource or two in /etc/hosts.allow, you’re saying, deny everything, except resources I explicitly 
allow from the /etc/hosts.deny file.

To make this change, we’ll want to edit the /etc/hosts.allow file first. By default, this file has no con-
figuration other than some helpful comments. Within the file, we can include a list of resources we’d 
like to be able to access our server, no matter what. Make sure that you include your web server here, 
and also make sure that you immediately add the IP address you’ll be using to SSH into the machine; 
otherwise, you’ll lock yourself out once we edit the /etc/hosts.deny file. 
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Here are some example hosts.allow entries, with a description of what each example rule does.

The first example rule allows a machine with an IP address of 192.168.1.50 to access the server:

ALL: 192.168.1.50

This rule allows any machine within the 192.168.1.0/24 network to access the server:

ALL: 192.168.1.0/255.255.255.0

In this rule, we have an incomplete IP address. This acts as a wildcard, which means that any IP ad-
dress beginning with 192.168.1 is allowed:

ALL: 192.168.1.

This rule allows everything. You definitely don’t want to do this:

ALL: ALL

We can also allow specific daemons. Here, I’m allowing OpenSSH traffic originating from any IP ad-
dress beginning with 192.168.1:

ssh: 192.168.1.

On your end, if you wish to utilize this security approach, add the resources on the database server 
you’ll be comfortable accepting communications from. Make sure you at least add the IP address of 
another server with access to OpenSSH, so you’ll have a way to manage the machine. You can also add 
all your internal IP addresses with a rule similar to the previous examples. Once you have this set up, 
we can edit the /etc/hosts.deny file.

The /etc/hosts.deny file utilizes the same syntax as /etc/hosts.allow. To finish this little exercise, 
we can block any traffic not included in the /etc/hosts.allow file with the following rule:

ALL: ALL

The /etc/hosts.allow and /etc/hosts.deny files don’t represent a complete layer of security but 
are a great first step in securing a database server, especially one that might contain sensitive user 
or financial information. They’re by no means specific to MariaDB either, but I mention them here 
because databases very often contain data that, if leaked, could potentially wreak havoc on your or-
ganization and even put someone out of business. A database server should only ever be accessible 
by the application that needs to utilize it.

Another point of consideration is user security. We walked through creating database users in Chapter 
13, Managing Databases. In that chapter, we walked through the MySQL commands for creating a user 
as well as GRANT, performing both in one single command. This is the example I used:

GRANT SELECT ON mysampledb.* TO 'appuser'@'localhost' IDENTIFIED BY 'password';

What’s important here is that we’re allowing access to the mysampledb database by a user named 
appuser. If you look closer at the command, we’re also specifying that this connection is allowed only 
if it’s coming in from localhost. If we tried to access this database remotely, it wouldn’t be allowed. 
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This is a great default. But you’ll also, at some point, need to access the database from a different 
server. Perhaps your web server and database server are separate machines, which is a common 
enterprise. You could do this:

GRANT SELECT ON mysampledb.* TO 'appuser'@'%' IDENTIFIED BY 'password';

However, in my opinion, this is a very bad practice. The % character in a MySQL GRANT command is 
a wildcard, similar to * with other commands. Here, we’re basically telling our MariaDB or MySQL 
instance to accept connections from this user, from any network. There is almost never a good reason 
to do this. I’ve heard some administrators use the argument that they don’t allow external traffic from 
their company firewall, so allowing MySQL traffic from any machine shouldn’t be a problem. Howev-
er, that logic breaks down when you consider that if an attacker does gain access to any machine in 
your network, they can immediately target your database server. If an internal employee gets angry 
at management and wants to destroy the database, they’ll be able to access it from their workstation. 
If an employee’s workstation becomes affected by malware that targets database servers, it may find 
your database server and try to brute-force it. I could go on and on with examples of why allowing 
access to your database server from any machine is a bad idea. Just don’t do it!

If we want to give access to a specific IP address, we can do so with the following instead:

GRANT SELECT ON mysampledb.* TO 'appuser'@'192.168.1.50' IDENTIFIED BY 
'password';

With the previous example, only a server or workstation with an IP address of 192.168.1.50 is allowed 
to use the appuser account to obtain access to the database. That’s much better. You can, of course, 
allow an entire subnet as well:

GRANT SELECT ON mysampledb.* TO 'appuser'@'192.168.1.% IDENTIFIED BY 
'password';

Here, any IP address beginning with 192.168.1 is allowed. Honestly, I really don’t like allowing an 
entire subnet. But depending on your network design, you may have a dozen or so machines that need 
access. Hopefully, the subnet you allow is not the same subnet your users’ workstations use!

Finally, another point of consideration is security patches for your database server software. I know I 
talk about updates quite a bit, but as I’ve mentioned, these updates exist for a reason. Developers don’t 
release patches for enterprise software simply because they’re bored; these updates often patch real 
problems that real people are taking advantage of right now as you read this. Install updates regularly. 
I understand that updates on server applications can scare some people, as an update always comes 
with the risk that it may disrupt business. But as an administrator, it’s up to you to create a rollout 
plan for security patches, and ensure they’re installed in a timely fashion. Sure, it’s tough and often 
has to be done after hours. But the last thing I want to do is read about yet another company where 
the contents of their database server were leaked and posted freely online. A good security design 
includes regular patching.

Now that our database server is more secure, there’s another topic worth diving into, and that is the 
subject of implementing a firewall. There are several different firewall solutions out there, but UFW is a 
great choice. It’s easy to set up, and quite effective. In the next section, I’ll go over how to implement it.
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Setting up a firewall
Firewalls are a very important aspect to include in your network and security design. Firewalls are 
extremely easy to implement, but sometimes hard to implement well. The problem with firewalls is 
that they can sometimes offer a false sense of security to those who aren’t familiar with the best ways 
to manage them. Sure, they’re good to have, but simply having a firewall isn’t enough by itself.

The false sense of security comes when someone thinks that they’re protected just because a firewall 
is installed and enabled, but they’re also often opening traffic from any network to internal ports. 
Take into consideration the firewall that was introduced with Windows XP and enabled by default 
with Windows XP Service Pack 2. Yes, it was a good step but users simply clicked the allow button 
whenever something wanted access, which defeats the entire purpose of having a firewall. Windows 
implements this better nowadays, but the false sense of security it created remains. Firewalls are not 
a “set it and forget it” solution!

Firewalls work by allowing or disallowing access to a network port from other networks. Most good 
firewalls block outside traffic by default. When a user or administrator enables a service, they open 
a port for it. Then, that service is allowed in. This is great in theory, but where it breaks down is that 
administrators will often allow access from everywhere when they open a port. If an administrator 
does this, they may as well not have a firewall at all. If you need access to a server via OpenSSH, you 
may open up port 22 (or whatever port OpenSSH is listening on) to allow it through the firewall. But 
if you simply allow the port, it’s open for everyone else as well.

When configured properly, a firewall will enable access to a port only from specific places. For example, 
rather than allowing port 22 for OpenSSH to your entire network, why not just allow traffic to port 
22 from specific IP addresses or subnets? Now we’re getting somewhere! In my opinion, allowing all 
traffic through a port is usually a bad idea, though some services actually do need this (such as web 
traffic to your web server). If you can help it, only allow traffic from specific networks when you open 
a port. This is where the use case for a firewall really shines.

In Ubuntu Server, Uncomplicated Firewall (UFW) is a really useful tool for configuring your firewall. 
As the name suggests, it makes firewall management a breeze. To get started, install the ufw package:

sudo apt install ufw

By default, the UFW  is inactive. This is a good thing, because we wouldn’t want to enable a firewall 
until after we’ve configured it. The ufw package features its own command for checking its status:

sudo ufw status

Unless you’ve already configured your firewall, the status will come back as inactive.

With the ufw package installed, the first thing we’ll want to do is enable traffic via SSH, so we won’t get 
locked out when we do enable the firewall:

sudo ufw allow from 192.168.1.156 to any port 22
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You can probably see from that example how easy UFW’s syntax is. With that example, we’re allowing 
the 192.168.1.156 IP address access to port 22 via TCP as well as UDP. In your case, you would change 
the IP address accordingly, as well as the port number if you’re not using the OpenSSH default port. 
The any option refers to any protocol (TCP or UDP).

You can also allow traffic by subnet:

sudo ufw allow from 192.168.1.0/24 to any port 22

Although I don’t recommend this, you can allow all traffic from a specific IP to access anything on 
your server. Use this with care, if you have to use it at all:

sudo ufw allow from 192.168.1.50

Now that we’ve configured our firewall to allow access via OpenSSH, you should also allow any other 
ports or IP addresses that are required for your server to operate efficiently. If your server is a web 
server, for example, you’ll want to allow traffic from ports 80 and 443. This is one of those few ex-
ceptions where you’ll want to allow traffic from any network, assuming your web server serves an 
external page on the internet:

sudo ufw allow 80
sudo ufw allow 443

There are various other use patterns for the ufw command; refer to the main page (http://manpages.
ubuntu.com/manpages/focal/man8/ufw.8.html) for more. In a nutshell, these examples should en-
able you to allow traffic through specific ports, as well as via specific networks and IP addresses. Once 
you’ve finished configuring the firewall, we can enable it:

sudo ufw enable
Firewall is active and enabled on system startup

Just as the output suggests, our firewall is active and will start up automatically whenever we reboot 
the server.

The UFW package is basically an easy-to-use frontend to the iptables firewall, and it acts as the default 
firewall for Ubuntu. The commands we’ve executed so far in this section trigger the iptables command, 
which is a command that administrators can use to set up a firewall manually. A full walk-through of 
iptables is outside the scope of this chapter, and it’s essentially unnecessary, since Ubuntu features 
UFW as its preferred firewall administration tool and it’s the tool you should use while administering 
a firewall on your Ubuntu server.

With a well-planned firewall implementation, you can better secure your Ubuntu Server installation 
from outside threats. Preferably, each port you open should only be accessible from specific machines, 
with the exception being servers that are meant to serve data or resources to external networks. Like 
all security solutions, a firewall won’t make your server invincible, but it does represent an additional 
layer that attackers would have to bypass in order to do harm.

http://manpages.ubuntu.com/manpages/focal/man8/ufw.8.html
http://manpages.ubuntu.com/manpages/focal/man8/ufw.8.html
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If your company stores sensitive information, it’s important to ensure the storage underneath that 
data is encrypted. Next, we’re going to look at Linux Unified Key Setup (LUKS), which will help us 
encrypt and decrypt disks.

Encrypting and decrypting disks with LUKS
An important aspect of security that many people don’t even think about is encryption. As I’m sure 
you know, backups are essential for business continuity. If a server breaks down, or a resource stops 
functioning, backups will be your saving grace. But what happens if your backup medium gets stolen 
or somehow falls into the wrong hands? If your backup is not encrypted, then anyone will be able 
to view its contents. Some data isn’t sensitive, so encryption isn’t always required. But anything that 
contains personally identifiable information, company secrets, or anything else that would cause any 
kind of hardship if leaked should be encrypted. In this section, I’ll walk you through setting up LUKS 
encryption on an external backup drive.

Before we get into that though, I want to quickly mention the importance of full-disk encryption for 
your distribution as well. Although this section is going to go over how to encrypt external disks, it’s 
possible to encrypt the volume for your entire Linux installation as well. In the case of Ubuntu, full-
disk encryption is an option during installation, for both the server and workstation flavors. This is 
especially important when it comes to mobile devices, such as laptops, which are stolen quite frequently. 
If a laptop is planned to store confidential data that you cannot afford to have leaked out, you should 
choose the option during installation to encrypt your entire Ubuntu installation. If you don’t, anyone 
that knows how to boot a Live OS disc and mount a hard drive will be able to view your data. I’ve seen 
unencrypted company laptops get stolen before, and it’s not a wonderful experience.

Anyway, back to the topic of encrypting external volumes. For the purpose of encrypting disks, we’ll 
need to install the cryptsetup package:

sudo apt install cryptsetup

The cryptsetup utility allows us to encrypt and unencrypt disks. To continue, you’ll need an external 
disk you can safely format, as encrypting the disk will remove any data stored on it. This can be an 
external hard disk or a flash drive. Both can be treated the exact same way. In addition, you can use 
this same process to encrypt a secondary internal hard disk attached to your virtual machine or server. 
I’m assuming that you don’t care about the contents saved on the drive, because the process of setting 
up encryption will wipe it.

If you’re using an external disk, use the fdisk -l command as root or the lsblk command to view 
a list of hard disks attached to your computer or server before you insert it. After you insert your 
external disk or flash drive, run the command again to determine the device designation for your 
removable media.

In my examples, I used /dev/sdb, but you should use whatever designation your device was given. 
This is important, because you don’t want to wipe out your root partition or an existing data partition!

First, we’ll need to use cryptsetup to format our disk:

sudo cryptsetup luksFormat /dev/sdb
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You’ll receive the following warning:

WARNING!
========
This will overwrite data on /dev/sdb irrevocably.
Are you sure? (Type uppercase yes):

Type YES and press Enter to continue. Next, you’ll be asked for the passphrase. This passphrase will 
be required in order to unlock the drive. Make sure you use a good, randomly generated password 
and that you store it somewhere safe. If you lose it, you will not be able to unlock the drive. You’ll be 
asked to confirm the passphrase.

Once the command completes, we can format our encrypted disk. At this point, it has no filesystem, 
so we’ll need to create one. First, open the disk with the following command:

sudo cryptsetup luksOpen /dev/sdb backup_drive

The backup_drive name can be anything you want; it’s just an arbitrary name you can refer to the disk 
as. At this point, the disk will be attached to /dev/mapper/disk_name, where disk_name is whatever 
you called your disk in the previous command (in my case, backup_drive). Next, we can format the 
disk. The following command will create an ext4 filesystem on the encrypted disk:

sudo mkfs.ext4 -L "backup_drive" /dev/mapper/backup_drive

The -L option allows us to add a label to the drive, so feel free to change that label to whatever you 
prefer to name the drive.

With the formatting out of the way, we can now mount the disk:

sudo mount /dev/mapper/backup_drive /media/backup_drive

The mount command will mount the encrypted disk located at /dev/mapper/backup_drive and attach 
it to a mount point, such as /media/backup_drive in my example. The target mount directory must 
already exist. With the disk mounted, you can now save data onto the device as you would any other 
volume. When finished, you can unmount the device with the following commands:

sudo umount /media/backup_drive
sudo cryptsetup luksClose /dev/mapper/backup_drive

First, we unmount the volume just like we normally would. Then, we tell cryptsetup to close the 
volume. To mount it again, we would issue the following commands:

sudo cryptsetup luksOpen /dev/sdb backup_drive
sudo mount /dev/mapper/backup_drive /media/backup_drive

The first of those commands should prompt you for your passphrase. If successful, you can use the 
second of those commands to mount the volume.
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If we wish to change the passphrase, we can use the following command. The disk must not be mounted 
or open in order for this to work:

sudo cryptsetup luksChangeKey /dev/sdb -S 0

The command will ask you for the current passphrase, and then the new one twice.

Keep in mind that you should absolutely be careful typing in the new passphrase, so that you don’t 
lock yourself out of the drive.

That’s basically all there is to it. With the cryptsetup utility, you can set up your own LUKS-encrypted 
volumes for storing your most sensitive information. If the disk ever falls into the wrong hands, it won’t 
be as bad a situation as it would have been if the disk had been unencrypted. Breaking a LUKS-en-
crypted volume would take considerable effort that wouldn’t be feasible.

In the next section, we’ll explore how we can lock down sudo. Since sudo is an essential command 
that gives us the ability to run tasks as other users, we’ll want to be sure to lock that down too.

Locking down sudo
We’ve been using the sudo command throughout the book. In fact, we took a deeper look at it in Chapter 
2, Managing Users and Permissions. Therefore, I won’t go into too much detail regarding sudo here, but 
some things bear repeating as sudo has a direct impact on security.

First and foremost, access to sudo should be locked down as much as possible. A user with full sudo 
access is a threat, plain and simple. All it would take is for someone with full sudo access to make a 
single mistake with the rm command to cause you to lose data or render your entire server useless. 
After all, a user with full sudo access can do anything root can do (which is everything).

By default, the user you’ve created during installation will be made a member of the sudo group. 
Members of this group have full access to the sudo command. Therefore, you shouldn’t make any 
users a member of this group unless you absolutely have to. In Chapter 2, Managing Users and Permis-
sions, I talked about how to control access to sudo with the visudo command; refer to that chapter 
for a refresher if you need it. In a nutshell, you can lock down access to sudo to specific commands, 
rather than allowing your users to do everything. For example, if a user needs access to shut down 
or reboot a server, you can give them access to perform those tasks (and only those tasks) with the 
following setting:

charlie    ALL=(ALL:ALL) /usr/sbin/reboot,/usr/sbin/shutdown

For the most part, if a user needs access to sudo, just give them access to the specific commands that 
are required as part of their job. If a user needs access to work with removable media, give them sudo 
access for the mount and umount commands. If they need to be able to install new software, give them 
access to the apt suite of commands, and so on. The fewer permissions you give a user, the better. 
This goes all the way back to the principle of least privilege that we went over near the beginning of 
this chapter.
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Although most of the information in this section is not new to anyone who has already read Chapter 
2, Managing Users and Permissions, sudo access is one of those things a lot of people don’t think about 
when it comes to security. The sudo command with full access is equivalent to giving someone full 
access to the entire server. Therefore, it’s an important thing to keep in mind when it comes to hard-
ening the security of your network.

Summary
In this chapter, we looked at the ways in which we can harden the security of our server. A single 
chapter or book can never give you an all-inclusive list of all the security settings you could possibly 
configure, but the examples we worked through in this chapter are a great starting point. Along the 
way, we looked at the concepts of lowering your attack surface, as well as the principle of least priv-
ilege. We also looked into securing OpenSSH, which is a common service that many attackers will 
attempt to use in their favor.

We also looked into Fail2ban, which is a handy daemon that can block other nodes when there are 
a certain number of authentication failures. We also discussed configuring our firewall, using the 
UFW utility. Since data theft is also unfortunately common, we covered encrypting our backup disks.

In the next chapter, we’ll take a look at troubleshooting our server when things go wrong.

Further reading
•	 Landscape documentation: https://learnlinux.link/ls-docs
•	 Fail2ban manual: https://learnlinux.link/f2b-man
•	 sshd_config file guide: https://learnlinux.link/sshd-config-doc
•	 Ubuntu CVE tracker: https://learnlinux.link/u-cve
•	 Password haystacks (find out how secure your password is):  

https://learnlinux.link/haystack

•	 SECURITY NOW (a very informative security podcast): https://learnlinux.link/sn-podcast
•	 ShieldsUP! (a useful tool to see which ports your router has open):  

https://learnlinux.link/grc-su

Join our community on Discord
Join our community’s Discord space for discussions with the author and other readers: 

https://packt.link/LWaZ0

https://learnlinux.link/ls-docs
https://learnlinux.link/f2b-man
https://learnlinux.link/sshd-config-doc
https://learnlinux.link/u-cve
https://learnlinux.link/haystack
https://learnlinux.link/sn-podcast
https://learnlinux.link/grc-su
https://packt.link/LWaZ0
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Troubleshooting Ubuntu Servers

So far, we’ve covered many topics surrounding Ubuntu Server and worked on some really fun projects. 
We’ve set up web servers, built automation, and even created infrastructure in the cloud. As the 
applications and services you’ve implemented age, your organization may depend on them more and 
more. But what happens if something your organization relies on suddenly becomes unavailable? 
What do you do when things don’t quite go according to plan?

While it’s impossible for us to account for every possible problem that may come up, there are some 
common places to look for clues when you run into a problem. In this chapter, we’ll take a look at some 
common starting points and techniques that you can utilize when it comes to troubleshooting issues 
with your servers. Building solid troubleshooting skills is an important focus, and with the concepts 
explored here, you’ll be well on your way.

In this chapter, we will cover:

•	 Evaluating the scope
•	 Conducting a root cause analysis
•	 Viewing system logs
•	 Tracing network issues
•	 Troubleshooting resource issues
•	 Diagnosing defective RAM

The first step with regards to troubleshooting is to analyze the problem and determine how critical a 
problem it may be. In the next section, we’ll explore how to do just that.

Evaluating the scope
When a problem occurs within your servers or network, your systems will exhibit one or more 
symptoms. Perhaps an application is much slower than normal, maybe users are unable to access 
the network, or a server suffers from total failure. There are many problems that can come up at any 
time, and it can be challenging to keep up.



Troubleshooting Ubuntu Servers512

Once you’ve identified the symptoms of the problem, the next goal is to identify the overall scope. 
Essentially, this means determining (as best you can) where the problem is most likely to reside, and 
how many systems and services are affected. Sometimes the root cause is obvious. For example, if none 
of your computers are receiving an IP address from your DHCP server, then you’ll know straight away 
to start investigating the logs on that particular server concerning its ability (or inability) to do the job 
designated for it. In other cases, the cause may not be so obvious. Perhaps you have an application 
that exhibits problems every now and then but isn’t something you can reliably reproduce. In that 
case, it may take some digging before you know just how large the scope of the problem might be. 
Sometimes, the culprit is the last thing you expect.

Each component on your network works together with other components, or at least that’s how it should 
be. A network of Linux servers, just as with any other network, is a collection of services (daemons) 
that complement and often depend upon one another. For example, DHCP assigns IP addresses to all 
of your hosts, but it also assigns their default DNS servers as well. If your DNS server has encountered 
an issue, then your DHCP server would essentially be assigning a non-working DNS server to your 
clients. Identifying the problem space means that after you identify the symptoms, you’ll also work 
toward reaching an understanding of how each component within your network contributes to (or is 
affected by) the problem.

With regards to the scope, we identify how far the problem reaches, as well as how many users or 
systems are affected by the issue. Perhaps just one user is affected, or an entire subnet. This will help 
you determine the priority of the issue and decide whether this is something essential that you need 
to fix now, or something that can wait until later. Often, prioritizing is half the battle; sometimes a 
user will even be under the impression that their issues are more important than others. Use your 
best judgment.

When identifying the scope, you’ll want to answer the following questions as best as you can:

•	 What are the symptoms of the issue?
•	 When did this problem first occur?
•	 Were there any changes made within the network around that time?
•	 Has this problem happened before? If so, what was done to fix it last time?
•	 Which servers or nodes are impacted by this issue?
•	 How many users are impacted?

If the problem is limited to a single machine, then a few really good places to start poking around is 
to check who is logged in to the server and which commands have recently been entered. Quite often, 
I’ve found the culprit just by checking the Bash history for logged-on users (or users that have recently 
logged in). With each user account, there should be a .bash_history file in their home directory. Within 
this file is a list of commands that were recently entered. Check this file and see if anyone modified 
anything recently. I can’t tell you how many times this alone has led directly to the answer. And what’s 
even better, sometimes the Bash history leads to the solution. If a problem has occurred before and 
someone has already fixed it at some point in the past, chances are their efforts were recorded in the 
Bash history, so you can see what the previous person did to solve the problem just by looking at it. 
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To view the Bash history, you can either view the contents of the .bash_history file in a user’s home 
directory, or you can simply execute the history command as that user.

Additionally, if you check who is currently logged into the server, you may be able to pinpoint if someone 
is working on an issue already, or perhaps something they’re doing caused the issue in the first place. If 
you enter the w command, you can see who is logged in to the server currently. In addition, you’ll also 
see the IP address of the user that’s logged in when you run this command. Therefore, if you don’t know 
who corresponds to a user account listed when you run the w command, you can check the IP address 
in your DHCP server to find out who the IP address belongs to, so you can ask that person directly. In a 
perfect world, other administrators will send out a departmental email when they work on something 
to make sure everyone is aware. Unfortunately, many don’t do this. By checking the logged-in users 
as well as their Bash history, you’re well on your way to determining where the problem originated.

After identifying the problem space and the scope, you can begin narrowing down the issue to help 
find a cause. Sometimes, the culprit will be obvious. If a website stopped working and you noticed 
that the Apache configuration on your web server was changed recently, you can attack the problem 
by investigating the change and who made it.

If the problem is a network issue, such as users not being able to visit websites, the potential problem 
space is much larger. Your internet gateway may be malfunctioning, your DNS or DHCP server may be 
down, your internet provider could be having issues, or perhaps your accounting department simply 
forgot to pay the internet bill. As long as you are able to determine a potential list of targets to focus 
your troubleshooting on, you’re well on your way to finding the issue. As we go through this chapter, 
I’ll talk about some common issues that can come up and how to deal with them.

Understanding the scope of the problem helps us understand just how severe it may be and the number 
of systems and users impacted, and sometimes, investigating the scope can lead you to the root cause 
of the problem. If you don’t already know the underlying cause, you can conduct a root cause analysis 
to attempt to find the source of the problem. That’s what we’ll explore next.

Conducting a root cause analysis
Once you resolve a problem on your server or network, you’ll immediately revel in the awesomeness 
of your troubleshooting skills. It’s a wonderful feeling to have fixed an issue, becoming the hero within 
your technology department. But you’re not done yet. The next step is looking toward preventing this 
problem from happening again. It’s important to look at how the problem started as well as steps you 
can take in order to help stop the problem from occurring again. This is known as a root cause analysis. 
A root cause analysis may be a report you file with your manager or within your knowledge-base system, 
or it could just be a memo you document for yourself. Either way, it’s an important learning opportunity.

A good root cause analysis has several sides to the equation. First, it will demonstrate the events that 
led to the problem occurring in the first place. Then, it will contain a list of steps that you’ve completed 
to correct the problem. If the problem is something that could potentially recur, you would want to 
include information about how to prevent it from happening again in the future.



Troubleshooting Ubuntu Servers514

The problem with a root cause analysis is that it’s rare that you can be 100 percent accurate. Sometimes, 
the root cause may be obvious. For example, suppose a user named Bob deleted an entire directory 
that contained files important to your company. If you log into the server and check the logs, you can 
see that Bob not only logged into the server near the time of the incident, but his Bash history literally 
shows him running the rm -rf /work/important-files command. At this point, the case is closed. 
You figured out how the problem happened and who did it, and you can restore the files from your 
most recent backup. But a root cause is usually not that cut and dry.

One example I’ve personally encountered was a pair of Virtual Machine (VM) servers that were 
“fencing.” At a company I once worked for, our Citrix-based VM servers (which were part of a cluster) 
both went down at the same time, taking every Linux VM down with them. When I attached a monitor 
to them, I could see them both rebooting over and over. After I got the servers to settle down, I started 
to investigate deeper. I read in the documentation for Citrix XenServer that you should never install 
a cluster of anything less than three machines because it can create a situation exactly like the one 
I experienced. We only had two servers in that cluster, so I concluded that the servers were set up 
improperly and the company would need a third server if they wanted to cluster them.

The problem though is that this root cause analysis wasn’t 100 percent perfect. Were the servers having 
issues because they needed a third server? The documentation did mention that three servers were 
a minimum, but there’s no way to know for sure that was the reason the problem started. However, 
not only was I not watching the servers when it happened, but I also wasn’t the individual who set 
them up; that person had already left the company. There was no way I could reach an absolute 
conclusion, but my root cause analysis was sound in the sense that it was the most likely explanation 
(that we weren’t using best practices). Someone could counter my root cause analysis with “but the 
servers were running fine that way for several years.” True, but nothing is absolute when dealing with 
technology. Sometimes, you never really know. The only thing you can do is make sure everything is 
set up properly according to the guidelines set forth by the manufacturer.

A good root cause analysis is as sound in logic as it can be, though not necessarily bulletproof. Correlating 
system events to symptoms is often a good first step but is not necessarily perfect. After investigating 
the symptoms, solving the issue, and documenting what you’ve done to rectify it, sometimes the root 
cause analysis writes itself. Other times, you’ll need to read the documentation and ensure that the 
configuration of the server or daemon that failed was implemented along with best practices. In a 
worst-case scenario, you won’t really know how the problem happened or how to prevent it, but it 
should still be documented in case other details come to light later. And without documentation, you’ll 
never gain anything from the situation.

A root cause analysis should include details such as the following:

•	 A description of the issue
•	 Which application or piece of hardware encountered a fault
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•	 The date and time the issue was first noticed
•	 What you found while investigating the issue
•	 What you’ve done to resolve the issue
•	 What events, configurations, or faults caused the issue to happen

A root cause analysis should be used as a learning experience. Depending on what the issue was, it 
may serve as an example of what not to do, or what to do better. In the case of my VM server fiasco, 
the moral of the story was to follow best practices from Citrix and use three servers for the cluster 
instead of two. Other times, the end result may be another technician not following proper directives 
or making a mistake, which is unfortunate. In the future, if the issue were to happen again, you’ll be 
able to look back and remember exactly what happened last time and what you did to fix it. This is 
valuable, if only because we’re all human and prone to forgetting important details after a time. In 
an organization, a root cause analysis is valuable to show stakeholders that you’re able to not only 
address a problem but are reasonably able to prevent it from happening again.

Often, log files are a great place to find clues, as quite a bit of information surrounding system and 
application events are stored there. In the next section, we’ll explore log files in more detail.

Viewing system logs
If you’re having trouble finding the root cause, or you just want more information regarding a problem 
that occurred, consider looking through log files. Linux has great logging capabilities, and many of 
the applications you may be running are writing log files as events happen. If there’s an issue, you 
may be able to find information about it within an application’s logs.

There are two primary methods of viewing logs. Historically, for most of Ubuntu’s life, you could 
simply inspect the log files that are stored within the /var/log directory. The files contained within 
that directory are standard files and directories, so you can use commands you’ve used in the past 
to view the contents of text files to view the contents of the log files within the /var/log directory as 
well. This method of viewing log files is slowly being aged out; however, the majority of applications 
still store their log files within that directory, even today.

The newer method of viewing logging information for an application is to use the journalctl 
command. This command is part of systemd, and it’s dedicated to the purpose of viewing logs. To 
use the journalctl command to check the status of a running service, you provide it the -u option, 
along with the name of a service you’d like to check:

journalctl -u ssh
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With that example, we’re attempting to view logging information for the ssh service:

Figure 22.1: Viewing logging information via the journalctl command

The -u option is required and tells the journalctl command that you’d like to check on a service. So in 
the previous example, we provided ssh as an argument for what we wanted to find logging information 
on. The name of the unit (or service) will be the same as it is when you’re starting, stopping, or restarting 
a service with the systemctl command. I recommend making the journalctl command your first 
consideration when checking logging information on a Linux system.

However, not all services log information via journalctl, so understanding the legacy approach to 
viewing log files is also important. Inside the /var/log directory, you’ll see a handful of logs you can 
view, which differs from server to server depending on which applications are installed. In quite a few 
cases, an installed application will create its own log file somewhere within /var/log, either in a log 
file or a log file within a subdirectory of /var/log. For example, once you install Apache, it will create 
log files in the /var/log/apache2 directory, and looking through those logs may give you a hint as to 
what may be going on if the problem is related to your web server. These are known as Application 
Logs, which are basically log files created by an application and not the distribution. There are also 
System Logs, which are the log files created by the distribution and allow you to view system events.

If you also add the -f option in addition to the -u option, the output will continue to scroll as 
new information is added to the logs for the particular service you’re checking. This is very 
useful if you want to follow along with what’s going on with a service as new events occur.
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Viewing a log file stored within the /var/log directory can be done in several ways. One way is to use 
the cat command along with the path and filename of a log file. For example, the Apache access log 
can be viewed with the following command:

cat /var/log/apache2/access.log

Some log files are restricted and need root privileges in order to access them. If you get a permission 
denied error when attempting to view a log, use sudo in front of any of the commands in this section 
to view the file.

One problem with the cat command is that it will print out the entire file, no matter how big it is. It 
will scroll by your terminal and if the file is large, you won’t be able to see all of it. In addition, if your 
server is already taxed when it comes to performance, using cat can actually tie up the server for a 
bit in a case where the log file is massive. This will cause you to lose control of your shell until the file 
stops printing. You can press Ctrl + c to stop printing the log file, but the server may end up being too 
busy to respond to Ctrl + c and show the entire file anyway.

Another method is to use the tail command. By default, the tail command shows you the last ten 
lines of a file:

tail /var/log/apache2/access.log

If you wish to see more than the last ten lines, you can use the -n option to specify a different amount. 
To view the last 100 lines, we would use the following:

tail -n 100 /var/log/apache2/access.log

Perhaps one of the most useful features of the tail command is the -f option, which allows you to 
follow a log file. Basically, this means that as entries are written to the log file, it will scroll by in front 
of you. It’s close to watching the log file in real time:

tail -f /var/log/apache2/access.log

Once you start using the follow option, you’ll wonder how you ever lived without it. If you’re having 
a specific problem that you are able to reproduce, you can watch the log file for that application and 
see the log entries as they appear while you’re reproducing the issue. In the case of a DHCP server not 
providing IP addresses to clients, you can view the output of the /var/log/syslog file (the isc-dhcp-
server daemon doesn’t have its own log file), and you can see any errors that come up as your clients 
try to re-establish their DHCP lease, allowing you to see the problem as it is happening.

Another useful command for viewing logs is less. The less command allows you to scroll through 
a log file with the page up and page down keys on your keyboard, which makes it more useful for 
viewing log files than the cat command. You can press q to exit the file:

less /var/log/apache2/access.log

So now that you know a few ways in which you can view these files, which files should you inspect? 
Unfortunately, there’s no one rule, as each application handles its logging differently. Some daemons 
have their own log file stored somewhere in /var/log. 
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Therefore, a good place to check is in that directory, to see if there is a log file with the name of the 
daemon. Some daemons don’t even have their own log file and will use /var/log/syslog instead. 
You may try viewing the contents of the file while using grep to find messages related to the daemon 
you’re troubleshooting. In regard to the isc-dhcp-server daemon, the following would narrow down 
the syslog to messages from that specific daemon:

cat /var/log/syslog | grep dhcp

While troubleshooting security issues, the log file you’ll definitely want to look at is the Authorization 
Log, located at /var/log/auth.log. You’ll need to use the root account or sudo to view this file. The 
authorization log includes information regarding authentication attempts to the server, including 
logins from the server itself, as well as logins over OpenSSH. This is useful for several reasons, among 
them the fact that if something really bad happens on your server, you can find out who logged in to 
the server around that time. In addition, if you or one of your users is having trouble accessing the 
server via OpenSSH, you may want to look at the authorization log for clues, as additional information 
for OpenSSH failures will be logged there. Often, the ssh command may complain about permissions 
of key files not being correct, which would give you an answer as to why public key authentication 
stopped working, as OpenSSH expects specific permissions for its files. For example, the private key 
file (typically /home/<user>/.ssh/id_rsa) should not be readable or writable by anyone other than its 
owning user. You’d see errors within /var/log/auth.log mentioning such a thing if that were the case.

Another use case for checking /var/log/auth.log is for security, as a high number of login attempts 
may indicate an intrusion attempt. (Hopefully, you have Fail2ban installed, which we went over in the 
last chapter.) An unusually high number of failed password attempts may indicate someone trying 
to log in to the server by brute force. That would definitely be a cause for concern, and you’d want to 
block their IP address immediately.

The System Log, located in /var/log/syslog, contains logging information for quite a few different 
things. It’s essentially the Swiss Army knife of Ubuntu’s logs. If a daemon doesn’t have its own log file, 
chances are its logs are being written to this file. In addition, information regarding cron jobs will 
be written here, which makes it a candidate to check when a cron job isn’t being executed properly. 
The dhclient daemon, which is responsible for grabbing an IP address from a DHCP server, is also 
important.

You’ll be able to see from dhclient events within the system log when an IP address is renewed, and 
you can also see messages relating to failures if it’s not able to obtain an IP address. Also, the systemd 
init daemon itself logs here, which allows you to see messages related to server startup as well as 
applications it’s trying to run.

Another useful log is the /var/log/dpkg.log file, which records log entries relating to installing and 
upgrading packages. If a server starts misbehaving after you roll out updates across your network, 
you can view this log to see which packages were recently updated. This log will not only give you a 
list of updated or installed packages, but also a timestamp from when the installation occurred. If 
a user installed an unauthorized application, you can correlate this log to the authentication log to 
determine who logged in around that time, and then you can check that user’s Bash history to confirm.
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Often, log files will get rotated after some time by a utility known as logrotate. Inside the /var/log 
directory, you’ll see several log files with a .gz extension, which means that the original log file was 
compressed and renamed, and a new log file was created in its place. For example, you’ll see the 
syslog file for the system log in the /var/log directory, but you’ll also see files named with a number 
and a .gz extension as well, such as syslog.2.gz. These are compressed logs. Normally, you’d view 
these logs by uncompressing them and then opening them via any of the methods mentioned in this 
section. An easier way to do so is with the zcat command, which allows you to view compressed files 
immediately:

zcat /var/log/syslog.2.gz  

There’s also zless, which serves a similar purpose as the less command.

Another useful command for checking logging information is dmesg. Unlike other log files, dmesg 
is literally its own command, and you can execute it from anywhere in the filesystem. The dmesg 
command allows you to view log entries from the Linux kernel’s ring buffer, which can be very useful 
when troubleshooting hardware issues (such as seeing which disks were recognized by the kernel). 
When troubleshooting hardware, the system log is also helpful, but using the dmesg command may 
be a good place to check as well.

As I mentioned earlier, on an Ubuntu system, there are two types of log files, system logs and application 
logs. System logs, such as auth.log and dpkg.log, detail important system events and aren’t specific 
to any one particular application. Application logs become installed when you install their parent 
packages, such as Apache or MariaDB. Application logs create log entries into their own log file.

Some daemons you install will not create their own application log, such as isc-dhcp-server. Since 
there’s no general rule when it comes to which applications log is where, the first step in finding a 
log file is to see if the application you want log entries from creates its own log file. If not, it’s likely 
using a system log.

When faced with a problem, it’s important to practice viewing log files at the same time as you try 
and reproduce the problem. Using follow mode with tail (tail -f) works very well for this, as you 
can watch the log file generate new entries as you try and reproduce the issue. This technique works 
very well in almost any situation where you’re dealing with a misbehaving daemon. This technique 
can also help narrow down hardware issues. For example, I once dealt with an Ubuntu system where 
when I plugged in a flash drive, nothing happened. When I followed the log as I inserted and removed 
the flash drive, I saw the system log update and recognize each insertion and removal. So clearly, the 
Linux kernel itself saw the hardware and was prepared to use it. This helped me narrow down the 
problem to being that the desktop environment I was using wasn’t updating to show the inserted flash 
drive, but my hardware and USB ports were operating perfectly fine. With one command, I was able 
to determine that the issue was a software problem and not related to hardware.

As you can see, Ubuntu contains very helpful log files that will aid you in troubleshooting your servers. 
Often, when you’re faced with a problem, viewing relevant log entries and then conducting a Google 
search regarding them will result in a useful answer, or at least bring you to a bug report to let you 
know the problem isn’t just limited to you or your configuration. 



Troubleshooting Ubuntu Servers520

Hopefully, your search results will lead you right to the answer, or at least to a workaround. From 
there, you can continue to work through the problem until it is solved.

What about network issues? Tracking down the root cause of an issue on the network can be especially 
challenging, but it’s not as difficult as it may seem. In the next section, we’ll take a look at a few ways 
you can trace network issues.

Tracing network issues
It’s amazing how important TCP/IP networking is to the world today. Of all the protocols in use in 
modern computing, it’s by far the most widespread. But it’s also one of the most annoying situations 
to figure out when it’s not working well. Thankfully, Ubuntu features really handy utilities you can 
use in order to pinpoint what’s going on.

First, let’s look at connectivity. After all, if you can’t connect to a network, your server is essentially 
useless. In most cases, Ubuntu recognizes just about all network cards without fail, and it will 
automatically connect your server or workstation to your network if it is within reach of a DHCP server.

While troubleshooting, get the obvious stuff out of the way first. The following may seem like a no-
brainer, but you’d be surprised how often one can miss something obvious. I’m going to assume 
you’ve already checked to make sure network cables are plugged in tight on both ends. Another aspect 
regarding cabling is that sometimes network cables themselves develop faults and need to be replaced. 
You should be able to use a cable tester and get a clean signal through the cable.

Routing issues can sometimes be tricky to troubleshoot, but by testing each destination point one by 
one, you can generally see where the problem lies. Typical symptoms of a routing issue may include 
being unable to access a device within another subnet, or perhaps not being able to get out to the 
internet, despite being able to reach internal devices. To investigate a potential routing issue, first, 
check your routing table. You can do so with the ip route command. This command will print your 
current routing table information:

Figure 22.2: Viewing the routing table on an Ubuntu server

In this example, you can see that the default gateway for all traffic is 10.10.10.1. This is the first entry 
on the table, which tells us that all traffic to the destination 0.0.0.0 (which is everything) leaves via 
10.10.10.1. As long as ICMP traffic isn’t disabled, you should be able to ping this default gateway, and 
you should be able to ping other nodes within your subnet as well.

To start troubleshooting a routing issue, you would use the information shown after printing your 
routing table to conduct several ping tests. First, try to ping your default gateway. If you cannot, then 
you’ve found the issue. If you can, try running the traceroute command. 
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This command isn’t available by default, but all you’ll have to do is install the traceroute package, so 
hopefully, you have it installed on the server. If you do, you can run traceroute against a host, such 
as an external URL, to find out where the connection drops. The traceroute command should show 
every hop between you and your target. Each “hop” is basically another default gateway. You traverse 
through one gateway after another until you ultimately reach your destination. With the traceroute 
command, you can see where the chain stops. In all likelihood, you’ll find that perhaps the problem 
isn’t even on your network, but perhaps your internet service provider is where the connection drops.

DNS issues don’t happen very often, but by using a few tricks, you should be able to resolve them. 
Symptoms of DNS failures will usually result in a host being unable to access internal or external 
resources by name.

Knowing whether the problem is with internal or external hosts (or both) should help you determine 
whether it’s your DNS server that’s the problem, or perhaps the DNS server at your ISP.

The first step in pinpointing the source of DNS woes is to ping a known IP address on your network, 
preferably the default gateway. If you can ping it, but you can’t ping the gateway by name, then you 
probably have a DNS issue. You can confirm a potential DNS issue by using the nslookup command 
against the domain, such as this:

nslookup myserver.local

In addition, make sure you try and ping external resources as well, such as a website. This will help 
you narrow down the scope of the issue.

You will also want to know which DNS server your host is sending queries to. In the past, finding out 
which DNS server was assigned to your host was as simple as inspecting the contents of /etc/resolv.
conf. However, nowadays, this file will often refer to a local resolver instead and won’t reveal the 
actual server requests are being sent to. To find out the real DNS server that’s assigned to your host, 
the following command will do the trick:

resolvectl status

Are they what you expect? If not, you can temporarily fix this problem by removing the incorrect 
name server entries from this file and replacing them with the correct IP addresses. The reason I 
suggest this as a temporary fix and not a permanent one is because the next thing you’ll need to do is 
investigate how the invalid IP addresses got there in the first place. Normally, these are assigned by 
your DHCP server. As long as your DHCP server is sending out the appropriate name server list, you 
shouldn’t run into this problem. If you’re using a static IP address, then perhaps there’s an error in 
your Netplan config file.

A useful method of pinpointing DNS issues in regard to being unable to resolve external sites is to 
temporarily switch your DNS provider on your local machine. Normally, your machine is going to 
use your external DNS provider, such as the one that comes from your ISP. Your external DNS server 
is something we went through setting up in Chapter 11, Setting Up Network Services, specifically the 
forwarders section of the configuration for the bind9 daemon. The forwarders used by the bind9 
daemon are where it sends traffic if it isn’t able to resolve your request based on its internal list of hosts.
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You could consider bypassing this by changing your local workstation’s DNS name servers to Google’s, 
which are 8.8.8.8 and 8.8.4.4. If you’re able to reach the external resource after switching your 
name servers, you can be reasonably confident that your forwarders are the culprit.

I’ve actually seen situations in which a website has changed its IP address but the ISP’s DNS servers 
didn’t get updated quickly enough, causing some clients to be unable to reach a site they need to perform 
their job. Switching everyone to alternate name servers (by adjusting the forwarders option, as we 
did in Chapter 11, Setting Up Network Services) was the easiest way they could work around the issue.

Some additional tools to consider while checking your server’s ability to resolve DNS entries are dig 
and nslookup. You should be able to use both commands to test your server’s DNS settings. Both 
commands are used with a hostname or domain name as an option. The dig command will present 
you with information regarding the address (A) record of the DNS zone file responsible for the IP 
address or domain. The host command should return the IP address of the host you’re trying to reach. 
Here’s some example output:

Figure 22.3: Output of the dig and host commands

Hardware support is also critical when it comes to networking. If the Linux kernel doesn’t support your 
network hardware, then you’ll likely run into a situation where the distribution doesn’t recognize or 
do anything when you insert a network cable, or in the case of wireless networking, doesn’t show any 
nearby networks despite there being one or more. Unlike the Windows platform, hardware support is 
generally baked right into the kernel when it comes to Linux. While there are exceptions to this, the 
Linux kernel shipped with a distribution typically supports hardware the same age as itself or older. 
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In the case of Ubuntu 22.04 LTS (which was released in April 2022), it’s able to support hardware 
released as of the beginning of 2022 and older. Future releases of Ubuntu Server will publish hardware 
enablement updates, which will allow Ubuntu Server 22.04 to support newer hardware and chip sets 
once they come out. Typically, Ubuntu will release several point releases during the life of a supported 
distribution, such as 22.04.1, 22.04.2, and so on. As long as you’re using the latest one, you’ll have 
access to the latest hardware support that Ubuntu has made available at the time.

In other cases, hardware support may depend on external kernel modules. In the case of a missing 
hardware driver, the first thing you should try when faced with network hardware that’s not recognized 
is to look up the hardware using a search engine. Typically the search term <hardware name> Ubuntu 
will do the trick. But what do you search for? To find out the hardware string for your network device, 
try the lspci command:

lspci | grep -i net

The lspci command lists hardware connected to your server’s PCI bus. Here, we’re using the command 
with a case insensitive grep search for the word net:

lspci |grep -i net

This should return a list of networking components available on your server. On my machine, for 
example, I get the following output:

01:00.1 Ethernet controller: Realtek Semiconductor Co., Ltd. RTL8111/8168/8411 
PCI Express Gigabit Ethernet Controller (rev 12)
02:00.0 Network controller: Intel Corporation Wireless 8260 (rev 3a)  

As you can see, I have a wired and wireless network card on this machine. If one of them wasn’t working, 
I could search online for information by searching for the hardware string and the keyword Ubuntu, 
which should give me results pertaining to my exact hardware. If a package is required to be installed, 
the search results will likely give me some clues as to what package I need to install.

Without having network access though, the worst-case scenario is that I may have to download the 
package from another computer and transfer it to the server via a flash drive. That’s certainly not a 
fun thing to need to do, but it does work if the latest Ubuntu installation media doesn’t yet offer full 
support for your hardware.

Another potential problem point is DHCP. When it works well, DHCP is a wonderfully magical thing. 
When it stops working, it can be frustrating. But generally, DHCP issues often end up being a lack of 
available IP addresses, the DHCP daemon (isc-dhcp-server) not running, an invalid configuration, 
or hosts that have clocks that are out of sync (all servers should have the ntp package installed).

If you have a server that is unable to obtain an IP address via DHCP and your network utilizes a Linux-
based DHCP server, check the system log (/var/log/syslog) for events related to dhcpd. Unfortunately, 
there’s no command you can run that I’ve ever been able to find that will print how many IP address 
leases your DHCP server has remaining, but if you run out, chances are you’ll see log entries related 
to an exhausted pool in the system log. In addition, the system log will also show you attempts from 
your nodes to obtain an IP address as they attempt to do so. Feel free to use tail -f against the system 
log to watch for any events related to DHCP leases.
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In some cases, a lack of DHCP leases being available can come down to having a very generous lease 
time enabled. Some administrators will give their clients up to a week for the lease time, which is 
generally unnecessary. A lease time of one day is fine for most networks, but ultimately, the lease 
time you decide on is up to you. In Chapter 11, Setting Up Network Services, we looked at configuring 
our DHCP server, so feel free to refer to that chapter if you need a refresher on how to configure the 
isc-dhcp-server daemon.

Although it’s probably not the first thing you’ll think of while facing DHCP issues, hosts having out-of-
sync clocks can actually contribute to the problem. DHCP requests are timestamped on both the client 
and the server, so if the clock is off by a large degree on one, the timestamps will be off as well, causing 
the DHCP server to become confused. Surprisingly, I’ve seen this come up fairly often. I recommend 
standardizing NTP across your network as early on as you can. DHCP isn’t the only service that suffers 
when clocks are out of sync; file synchronization utilities also require accurate time. If you ensure 
NTP is installed on all of your clients and it’s up to date and working, you should be in good shape. 
Using configuration management utilities such as Ansible to ensure NTP is not only configured but 
is running properly on all the machines in your network will only benefit you.

Of course, there are many things that can go wrong when it comes to networking, but the information 
here should cover the majority of issues. In summary, troubleshooting network issues generally revolves 
around ping tests. Trying to ping your default gateway, tracing failed endpoints with traceroute, and 
troubleshooting DNS and DHCP will take care of a majority of issues. Then again, faulty hardware such 
as failed network cards and bad cabling will no doubt present themselves as well.

Our servers utilize storage, CPU, memory, and other resources to provide us with value and serve our 
clients. In the next section, we’ll take a closer look at how to check those resources.

Troubleshooting resource issues
I don’t know about others, but it seems that a majority of my time troubleshooting servers is usually 
spent pinpointing resource issues. By resources, I’m referring to CPU, memory, disk, input/output, 
and so on. Generally, issues come down to a user storing too many large files, a process going haywire 
that consumes a large amount of CPU, or a server running out of memory. In this section, we’ll go 
through some of the common things you’re likely to run into while administering Ubuntu servers.

First, let’s revisit topics related to storage. In Chapter 9, Managing Storage Volumes, we went over 
concepts related to this already, and many of those concepts also apply to troubleshooting as well. 
Therefore, I won’t spend too much time on those concepts here, but it’s worth a refresher in regard 
to troubleshooting storage issues. First, whenever you have users that are complaining about being 
unable to write new files to the server, the following two commands are the first you should run. You 
are probably already well aware of these, but they’re worth repeating:

df -h
df -i

The first df command variation gives you information regarding how much space is used on a drive, 
in a human-readable format (the -h option), which will print the information in terms of megabytes 
and gigabytes. 
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The -i option in the second command gives you information regarding in-use and available inodes. 
The reason you should also run this is that on a Linux system, it can report storage as full even if 
there’s plenty of free space. But if there are no remaining inodes, it’s the same as being full, but the 
first command wouldn’t show the usage as 100 percent when no inodes are free. Usually, the number 
of inodes a storage medium has available is extremely generous, and the limit is hard to hit. However, 
if a service is creating new log files over and over every second, or a mail daemon grows out of control 
and generates a huge backlog of undelivered mail, you’d be surprised how quickly inodes can empty out.

Of course, once you figure out that you have an issue with full storage, the next logical question becomes, 
what is eating up all my free space? The df commands will give you a list of storage volumes and 
their sizes, which will tell you at least which disk or partition to focus your attention on. My favorite 
command for pinpointing storage hogs, as I mentioned in Chapter 9, Managing Storage Volumes, is the 
ncdu command. While not installed by default, ncdu is a wonderful utility for checking to see where 
your storage is being consumed the most. If run by itself, ncdu will scan your server’s entire filesystem. 
Instead, I recommend running it with the -x option, which will limit it to a specific folder as a starting 
point. For example, if the /home partition is full on your server, you might want to run the following 
to find out which directory is using the most space:

sudo ncdu -x /home

The -x option will cause ncdu to not cross filesystems. This means if you have another disk mounted 
within the folder you’re scanning, it won’t touch it. With -x, ncdu is only concerned with the target 
you give it.

If you aren’t able to utilize ncdu, there’s also the du command, which takes some extra work. The du 
-h command, for example, will give you the current usage of your current working directory, with 
human-readable numbers. It doesn’t traverse directory trees by default like ncdu does, so you’d need 
to run it on each subdirectory until you manually find the directory that’s holding the most files. A 
very useful variation of the du command, nicknamed ducks, is the following. It will show you the top 
15 largest directories in your current working directory:

du -cksh * | sort -hr | head -n 15

Another issue with storage volumes that can arise is to do with filesystem integrity. Most of the time, 
these issues only seem to come up when there’s an issue with power, such as a server powering off 
unexpectedly. Depending on the server and the formatting you’ve used when setting up your storage 
volumes (and several other factors), power issues are handled differently from one installation to 
another. In most cases, a filesystem check (fsck) will happen automatically during the next boot. If it 
doesn’t, and you’re having odd issues with storage that can’t be explained, a manual filesystem check 
is recommended. Scheduling a filesystem check is actually very easy:

sudo touch /forcefsck

The previous command will create an empty file, forcefsck, at the root of the filesystem. When the 
server reboots and it sees this file, it will trigger a filesystem check on that volume and then remove 
the file. 
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If you’d like to check a filesystem other than the root volume, you can create the forcefsck file 
elsewhere. For example, if your server has a separate /home partition, you could create the file there 
instead to check that volume:

sudo touch /home/forcefsck

The filesystem check will usually complete fairly quickly unless there’s an issue it needs to fix. 
Depending on the nature of the problem, the issue could be repaired quickly, or perhaps it will take 
a while. I’ve seen some really bad integrity issues that have taken over four hours to fix, but I’ve seen 
others fixed in a matter of seconds. Sometimes it will finish so quickly that it will scroll by so fast 
during boot that you may miss seeing it. In case of a large volume, you may want to schedule the fsck 
check to happen after-hours in case the scan takes a long time.

With regards to issues with memory, the free -m command will give you an overview of how much 
memory and swap are available on your server. It won’t tell you what exactly is using up all your memory, 
but you’ll use it to see if you’re in jeopardy of running out. The free column from the output of the 
free command will show you how much memory is remaining, and allow you to make a decision on 
when to take action:

Figure 22.4: Checking the available memory on an Ubuntu server

In Chapter 8, Monitoring System Resources, we took a look at the htop command, which helps us answer 
the question of “what” is using up our resources. Using htop (once installed), you can sort the list 
of processes by CPU or memory usage by pressing F6 and then selecting a new sort field, such as 
PERCENT_CPU or PERCENT_MEM. This will give you an idea of what is consuming resources on your 
server, allowing you to make a decision on what to do about it. The action you take will differ from one 
process to another, and your solution may range from adding more memory to the server to tuning 
the application to have a lower memory ceiling. But what do you do when the results from htop don’t 
correlate to the usage you’re seeing? For example, what if your load average is high, but no process 
seems to be consuming a large portion of CPU?

One command I haven’t discussed so far in this book is iotop. While not installed by default, the iotop 
utility is definitely a must-have, so I recommend you install the iotop package. The iotop utility itself 
needs to be run as root or with sudo:

sudo iotop

The iotop command will allow you to see how much data is being written to or read from your disks. 
Input/Output (IO) definitely contributes to a system’s load, and not all resource monitoring utilities will 
show this usage. If you see a high load average but nothing in your resource monitor shows anything 
to account for it, check the IO. 
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The iotop utility is a great way to do that as if data is bottle-necked while being written to disk, which 
can account for a serious overhead in IO that will slow other processes down. If nothing else, it will 
give you an idea of which process is misbehaving, in case you need to kill it:

Figure 22.5: The iotop utility running on an Ubuntu server

The iotop window will refresh on its own, sorting processes by the column that is highlighted. To 
change the highlight, you’ll only need to press the left and right arrows on your keyboard. You can sort 
processes by columns such as IO, SWAPIN, DISK WRITE, DISK READ, and others. When you’re finished 
with the application, press q to quit.

The utilities we looked at in this section are very useful when identifying issues with bottle-necked 
resources. What you do to correct the situation after you find the culprit will depend on the daemon. 
Perhaps there’s an invalid configuration, or the daemon has encountered a fault and needs to be 
restarted. Often, checking the logs may lead you to an answer as to why a daemon misbehaves. In 
the case of full storage, almost nothing beats ncdu, which will almost always lead you directly to the 
problem. Tools such as htop and iotop allow you to view additional information regarding resource 
usage as well, and htop even allows you to kill a misbehaving process right from within the application, 
by pressing F9.

 What do you do when system memory (RAM) becomes physically defective? It happens more often than 
you’d think. In the next section, we’ll look at a way we can test our RAM to see if it’s defective or not.

Diagnosing defective RAM
All server and computing components can and will fail eventually, but there are a few pieces of 
hardware that seem to fail more often than others. Fans, power supplies, and hard disks definitely 
make the list of common things administrators will end up replacing, but defective memory is also a 
situation I’m sure you’ll run into eventually.
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Although memory sticks becoming defective is something that could happen, I made it the last section 
in this chapter because unfortunately, I can’t give you a definitive list of symptoms to look out for that 
indicate that memory is the source of an issue. RAM issues are very mysterious in nature, and each 
time I’ve run into one, I’ve always stumbled across memory being bad only after troubleshooting 
everything else. It’s for this reason that nowadays I’ll often test the memory on a server or workstation 
first since it’s very easy to do. Even if memory has nothing to do with an issue, it’s worth checking 
anyway since it could become a problem later.

Most distributions of Linux (Ubuntu included) feature Memtest86+ right on the installation media. 
Whether you create a bootable CD or flash drive, there’s a memory test option available from the 
Ubuntu Server media. When you first boot from the Ubuntu Server media, you’ll see an icon toward 
the bottom indicating that you can press a key to bring up a menu (if you don’t press a key, the installer 
will automatically start). Next, you’ll be asked to choose your language, and then you’ll be shown an 
installation menu. Among the choices there will be a Test memory option:

Figure 22.6: The main menu of the Ubuntu installer, showing a Test memory option

Other editions of Ubuntu, such as the Ubuntu desktop distribution or any of its derivatives, also feature 
an option to test memory. Even if you don’t have installation media handy for the server edition, you 
can use whichever version you have. 

When you choose the Test memory option from your installation media, the Memtest86+ program 
will immediately get to work and start testing your memory (press Esc to exit the test). The test may 
take a long time, depending on how much memory your workstation or server has installed. It can 
take minutes or even hours to complete. Generally speaking, when your machine has defective RAM, 
you’ll see a bunch of errors show up relatively quickly, usually within the first 5-10 minutes.
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If you don’t see errors within 15 minutes, you’re most likely in good shape. In my experience, every time 
I’ve run into defective memory, I’ve seen errors in 15 minutes or less (usually within 5). Theoretically, 
though, you could very well have a small issue with your memory modules that may not show up until 
after 15 minutes, so you should let the test finish if you can spare the time for it.

The main question becomes when to run Memtest86+ on a machine. In my experience, symptoms 
of bad memory are almost never the same from one machine to another. Usually, you’ll run into a 
situation where a server doesn’t boot properly, applications close unexpectedly, applications don’t 
start at all, or perhaps an application is behaving irregularly. In my view, testing memory should be 
done whenever you experience a problem that doesn’t necessarily seem straightforward. In addition, 
you may want to consider testing the memory on your server before you roll it out into production. 
That way, you can ensure that it starts out as free of hardware issues as possible. If you install new 
memory modules, make sure to test the RAM right away.

If the test does report errors, you’ll next want to find out which memory module is faulty. This can be 
difficult, as some servers can have more than a dozen memory modules installed. To narrow it down, 
you’d want to test each memory module independently if you can, until you find out which one is 
defective. You should also continue to test the other modules, even after you discover the culprit. The 
reason for this is that having multiple memory modules going bad isn’t outside the realm of possibility, 
considering whatever situation led to the first module becoming defective may have affected others.

Another tip I’d like to pass along regarding memory is that when you do discover a bad stick of memory, 
it’s best to erase the hard disk and start over if you can. I understand that this isn’t always feasible, and 
you could have many hours logged into setting up a server. Some servers can take weeks to rebuild, 
depending on their workload. But at least keep in mind that any data that passes through defective 
RAM can become corrupted.

This means that data at rest (data stored on your hard disk) may be corrupt if it was sitting in a defective 
area of RAM before it was written to disk. When a server or workstation encounters defective RAM, you 
really can’t trust it anymore. I’ll leave the decision on how to handle this situation up to you (hopefully 
you’ll never encounter it at all), but just keep this in mind as you plan your course of action. Personally, 
I don’t trust an installation of any operating system after its hardware has encountered such issues.

I also recommend that you check the capacitors on your server’s motherboard whenever you’re 
having odd issues. Although this isn’t necessarily related to memory, I mention it here because the 
symptoms are basically the same as bad memory when you have bad capacitors. I’m not asking you to 
get a voltage meter or do any kind of electrician work, but sometimes it may make sense to open the 
case of your server, shine a flashlight on the capacitors, and see if any of them appear to be leaking 
fluid or expanding. The reason I bring this up is that I’ve personally spent hours troubleshooting a 
machine (more than once) where I would test the memory and hard disk and look through system logs, 
without finding any obvious causes, only to later look at the hardware and discover that capacitors 
on the motherboard were leaking. It would have saved me a lot of time if I had simply looked at the 
capacitors. And that’s really all you have to do: just take a quick glance around the motherboard and 
look for anything that doesn’t seem right.
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Summary
While Ubuntu is generally a very stable and secure platform, it’s important to be prepared for problems 
occurring and to know how to deal with them. In this chapter, we discussed common troubleshooting 
we can perform when our servers stop behaving themselves. We started off by evaluating the scope, 
which gives us an understanding of how many users or servers are affected by the issue. Then, we 
looked into Ubuntu’s log files, which are a treasure trove of information that we can use to pinpoint 
issues and narrow down the problem. We also covered several networking issues that can come up, 
such as issues with DHCP, DNS, and routing. We certainly can’t predict problems before they occur, nor 
can we be prepared in advance for every type of problem that can possibly happen. However, applying 
sound logic and common sense to problems will go a long way in helping us figure out the root cause.

In the next chapter, we will take a look at preventing disasters in the first place and recovering from 
them if they happen anyway. See you there!

Further reading
•	 Reporting Bugs in Ubuntu Server: https://learnlinux.link/report-bugs

Join our community on Discord
Join our community’s Discord space for discussions with the author and other readers: 

https://packt.link/LWaZ0

https://learnlinux.link/report-bugs
https://packt.link/LWaZ0
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Preventing Disasters

In an enterprise network, a disaster can strike at any time. While, as administrators, we always do our 
best to design the most stable and fault-tolerant server implementations we possibly can, what matters 
most is how we are able to deal with disasters when they do happen. As stable as server hardware is, 
any component of a server can fail at any time. In the face of a disaster, we need a plan. How can you 
attempt to recover data from a failed disk? What do you do when your server all of a sudden decides 
it doesn’t want to boot? These are just some of the questions we’ll answer as we take a look at several 
ways we can prevent and recover from disasters. In our final chapter, we’ll cover the following topics:

•	 Preventing disasters
•	 Utilizing Git for configuration management
•	 Implementing a backup plan
•	 Utilizing bootable recovery media

We’ll start off our final chapter by looking at a few tips to help prevent disaster.

Preventing disasters
As we proceed through this chapter, we’ll look at ways we can recover from disasters. However, if 
we can prevent a disaster from occurring in the first place, then that’s even better. We certainly can’t 
prevent every type of disaster that could possibly happen but having a good plan in place and following 
that plan will lessen the likelihood. A good disaster recovery plan will include a list of guidelines to 
be followed with regard to implementing new servers and managing current ones.

This plan may include information such as an approved list of hardware (such as hardware configurations 
known to work efficiently in an environment), as well as rules and regulations for users, a list of 
guidelines to ensure physical and software security, proper training for end users, and method change 
control. Some of these concepts we’ve touched on earlier in the book but are worth repeating from 
the standpoint of disaster prevention.
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First, we talked about the principle of least privilege back in Chapter 21, Securing Your Server. The idea 
is to give your users as few permissions as possible. This is very important for security, as you want 
to ensure only those trained in their specific jobs are able to access and modify only the resources 
that they are required to. Accidental data deletion happens all the time. To take full advantage of this 
principle, create a set of groups as part of your overall security design. List departments and positions 
in your company and the types of activities each is required to perform. Create system groups that 
correspond to those activities. For example, create an accounting-ro and accounting-rw group to 
categorize users within your Accounting department that should have the ability to only read or read 
and write data. If you’re simply managing a home file server, be careful of open network shares where 
users have read and write access by default. By allowing users to do as little as possible, you’ll prevent 
a great many disasters right away.

In Chapter 2, Managing Users and Permissions (as well as Chapter 21, Securing Your Server), we talked 
about best practices for the sudo command. While the sudo command is useful, it’s often misused. By 
default, anyone that’s a member of the sudo group can use sudo to do whatever they want. We talked 
about how to restrict sudo access to particular commands, which is always recommended. Only trusted 
administrators should have full access to sudo. Everyone else should have sudo permissions only if 
they really need them, and even then, only when it comes to commands that are required for their 
job. A user with full access to sudo can delete an entire filesystem, so it should never be taken lightly.

In regard to network shares, it’s always best to default to read-only whenever possible. This isn’t just 
because of the possibility of a user accidentally deleting data; it’s always possible for applications to 
malfunction and delete data as well. With a read-only share, the modification or deletion of files isn’t 
possible. Additional read-write shares can be created for those who need them, but if possible, always 
default to read-only.

Although I’ve spent a lot of time discussing security in a software sense, physical security is important 
too. For the purposes of this book, physical security doesn’t really enter the discussion much because 
our topic is specifically Ubuntu Server, and nothing you install on Ubuntu is going to increase the 
physical security of your servers. It’s worth noting, however, that physical security is every bit as 
important as securing your operating systems, applications, and data files.

All it would take is someone tripping over a network cable in a server room to disrupt an entire subnet 
or cause a production application to go offline. Server rooms should be locked, and only trusted 
administrators should be allowed to access your equipment. I’m sure this goes without saying and may 
sound obvious, but I’ve worked at several companies that did not secure their server room. Nothing 
good ever comes from placing important equipment within arm’s reach of unauthorized individuals.

In this section, I’ve mentioned Chapter 21, Securing Your Server, a couple of times. A good majority of 
a disaster prevention plan includes a focus on security. This includes, but is not limited to, ensuring 
security updates are installed in a timely fashion, utilizing security applications such as failure monitors 
and firewalls, and ensuring secure settings for OpenSSH. I won’t go over these concepts again here since 
we’ve already covered them, but essentially security is a very important part of a disaster prevention 
plan. After all, users cannot break what they cannot access, and hackers will have a harder time 
penetrating your network if you designed it in a security-conscious way.



Chapter 23 533

Effective disaster prevention consists of a list of guidelines for things such as user management, server 
management, application installations, security, and procedure documents. A full walkthrough of 
proper disaster prevention would be an entire book in and of itself. My goal with this section is to 
provide you with some ideas you can use to begin developing your own plan. A disaster prevention plan 
is not something you’ll create all at once but is rather something you’ll create and refine indefinitely 
as you learn more about security and what types of things to watch out for.

The configuration files on your server determine the behavior of your services and applications, and 
backing up can enable you to recover their state. When it comes to managing the state of files, Git is 
a very powerful tool to do just that, and we’ll talk about it next.

Utilizing Git for configuration management
One of the most valuable assets on a server is its configuration. This is second only to the data the server 
stores. Often, when we implement new technology on a server, we’ll spend a great deal of time editing 
configuration files all over the server to make it work as best as we can. This can include any number 
of things, from Apache virtual host files to DHCP server configuration, DNS zone files, and more. If a 
server were to encounter a disaster from which the only recourse was to completely rebuild it, the last 
thing we’d want to do is re-engineer all of this configuration from scratch. This is where Git comes in.

In a typical development environment, an application being developed by a team of engineers can be 
managed by Git, each contributing to a repository that hosts the source code for their software. One 
of the things that makes Git so useful is how you’re able to go back to previous versions of a file in an 
instant, as it keeps a history of all changes made to the files within the repository.

Git isn’t just useful for software engineers, though. It’s also a really useful tool we can leverage for 
keeping track of configuration files on our servers. For our use case, we can use it to record changes to 
configuration files and push them to a central server for backup. When we make configuration changes, 
we push the changes back to our Git server. If for some reason we need to restore the configuration 
after a server fails, we can simply download our configuration files from Git back onto our new 
server. Another useful aspect of this approach is that if an administrator implements a change to a 
configuration file that breaks a service, we can simply revert to a known working commit and we’ll 
be immediately back up and running. You can even correlate changes in log files to changes made 
at around the same time in a Git repository, which makes it easier to narrow down the root cause of 
an issue.

Configuration management on servers is so important, in fact, I highly recommend that every Linux 
administrator takes advantage of version control for this purpose. Although it may seem a bit tricky 
at first, it’s actually really easy to get going once you practice with it. Once you’ve implemented Git 
for keeping track of all your server’s configuration files, you’ll wonder how you ever lived without it. 
We covered Git briefly in Chapter 15, Automating Server Configuration with Ansible, where I walked you 
through creating a repository on GitHub to host Ansible configuration. However, using Github is not 
mandatory in order to benefit from version control. Sure, it’s definitely convenient – but not required. 
The only required component for a server to function as a Git server is the presence of the git package:

sudo apt install git
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And just like that, you now have a Git server. That may have seemed overly simplistic (and it is) but 
there aren’t a great deal of requirements in order to set up Git as a central resource on your network. 
Since Git uses OpenSSH by default, you’ll be able to store repositories on a server that has the git 
package and is accessible to clients on your network.

If for some reason you don’t have an extra server to act as your Git server, you can install the git 
package on another instance and add that functionality to an existing server. My personal preference 
is for each server to focus on one task (and perform that one task well) but sometimes the budget of 
the organization may not allow for a stand-alone server for every service.

Now, think of a configuration directory that’s important to you, and that you want to place into version 
control. A good example is the /etc/apache2 directory on a web server. That’s what I’ll use in my 
examples in this section. But you’re certainly not limited to that. Any configuration directory you 
would rather not lose is a good candidate. If you choose to use a different configuration path, change 
the paths I give you in my examples to that path.

On the server, create a directory to host your repositories. I’ll use /git in my examples:

sudo mkdir /git

Next, you’ll want to modify this directory to be owned by the administrative user you use on your 
Ubuntu servers. Typically, this is the user that was created during the installation of the distribution. 
You can use any user you want actually, just make sure the user is allowed to use OpenSSH to access 
your Git server. Change the ownership of the /git directory so it is owned by this user. My user on my 
Git server is jay, so in my case, I would change the ownership with the following command:

sudo chown jay:jay /git

Next, we’ll create our Git repository within the /git directory. For Apache, I’ll create a bare repository 
for it within the /git directory. A bare repository is basically a skeleton of a Git repository that doesn’t 
contain any useful data, just some default configuration to allow it to act as a Git folder. To create the 
bare repository, cd into the /git directory and execute:

git init --bare apache2

You should see the following output:

Initialized empty Git repository in /git/apache2/

That’s all we need to do on the server for now for the purposes of our Apache repository. On your client 
(the server that houses the configuration you want to place under version control), we’ll copy this bare 
repository by cloning it. To set that up, create a /git directory on your Apache server (or whatever 
kind of server you’re backing up) just as we did before. Then, cd into that directory and clone your 
repository with the following command:

git clone 192.168.1.101:/git/apache2
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For that command, replace the IP address with either the IP address of your Git server or its hostname 
if you’ve created a DNS entry for it. You should see the following output, warning us that we’ve cloned 
an empty repository:

warning: You appear to have cloned an empty repository

This is fine, we haven’t actually added anything to our repository yet. If you were to cd into the directory 
we just cloned and list its storage, you’d see it as an empty directory. If you use ls -a to view hidden 
directories as well, you’ll see a .git directory inside. Inside the .git directory, we’ll have configuration 
items for Git that allow this repository to function properly. For example, the config file in the .git 
directory contains information on where the remote server is located. We won’t be manipulating this 
directory; I just wanted to give you a quick overview of what its purpose is.

Note that if you delete the .git directory in your cloned repository, that basically removes version 
control from the directory and makes it a normal directory.

Anyway, let’s continue. We should first make a backup of our current /etc/apache2 directory on our 
web server, in case we make a mistake while converting it to being version controlled:

sudo cp -rp /etc/apache2 /etc/apache2.bak

Then, we can move all the contents of /etc/apache2 into our repository:

sudo mv /etc/apache2/* /git/apache2

The /etc/apache2 directory is now empty. Be careful not to restart Apache at this point; it won’t see 
its configuration files and will fail. Remove the (now empty) /etc/apache2 directory:

sudo rm /etc/apache2

Now, let’s make sure that Apache’s files are owned by root. The problem though is if we use the chown 
command, as we normally would to change ownership, we’ll also change the .git directory to be 
owned by root as well. We don’t want that, because the user responsible for pushing changes should 
be the owner of the .git folder. The following command will change the ownership of the files to 
root, but won’t touch hidden directories such as .git:

sudo find /git/apache2 -name '.?*' -prune -o -exec chown root:root {} +

When you list the contents of your repository directory now, you should see that all files are owned 
by root, except for the .git directory, which should be owned by your administrative user account.

Next, create a symbolic link to your Git repository so the apache2 daemon can find it:

sudo ln -s /git/apache2 /etc/apache2

At this point, you should see a symbolic link for Apache, located at /etc/apache2. If you list the contents 
of /etc while grepping for apache2, you should see it as a symbolic link:

ls -l /etc | grep apache2
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The directory listing will look similar to the following:

lrwxrwxrwx 1 root root 37 2020-06-25 20:59 apache2 -> /git/apache2

If you reload Apache, nothing should change and it should find the same configuration files as it did 
before, since its directory in /etc maps to /git/apache2, which includes the same files it did before:

sudo systemctl reload apache2

If you see no errors, you should be all set. Otherwise, make sure you created the symbolic link properly.

Next, we get to the main attraction. We’ve copied Apache’s files into our repository, but we didn’t 
actually push those changes back to our Git server yet. To set that up, we’ll need to associate the files 
within our /git/apache2 directory into version control. The reason for this is the files simply being in 
the git repository folder isn’t enough for Git to care about them. We have to tell Git to pay attention to 
individual files. We can add every file within our Git repository for Apache by entering the following 
command from within that directory:

git add .

This basically tells Git to add everything in the directory to version control. You can actually do the 
following to add an individual file:

git add <filename>

In this case, we want to add everything, so we used a period in place of a directory name to add the 
entire current directory.

If you run the git status command from within your Git repository, you should see output indicating 
that Git has new files that haven’t been committed yet. A Git commit simply finalizes the changes 
locally. Basically, it packages up your current changes to prepare them for being copied to the server. 
To create a commit of all the files we’ve added so far, cd into your /git/apache2 directory and run 
the following to stage a new commit:

git commit -a -m "My first commit."

With this command, the -a option tells Git that you want to include anything that’s changed in your 
repository. The -m option allows you to attach a message to the commit, which is actually required. 
If you don’t use the -m option, it will open your default text editor and allow you to add a comment 
from there.

Finally, we can push our changes back to the Git server:

git push origin master

By default, the git suite of commands utilizes OpenSSH, so our git push command should create an 
SSH connection back to our server and push the files there. You won’t be able to inspect the contents 
of the Git directory on your Git server, because it won’t contain the same file structure as your original 
directory. Whenever you pull a Git repository though, the resulting directory structure will be just as 
you left it.
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From this point forward, if you need to restore a repository onto another server, all you should need 
to do is perform a Git clone. To clone the repository into your current working directory, execute the 
following:

git clone 192.168.1.101:/git/apache2

Now, each time you make changes to your configuration files, you can perform a git commit and then 
push the changes up to the server to keep the content safe:

git commit -a -m "Updated config files."git push origin master

Now we know how to create a repository, push changes to a server, and pull the changes back down. 
Finally, we’ll need to know how to revert changes should our configuration get changed with non-
working files. First, we’ll need to locate a known working commit. My favorite method is using the tig 
command. The tig package must be installed for this to work, but it’s a great utility to have:

sudo apt install tig

The tig command (which is just git backward) gives us a semi-graphical interface to browse through 
our Git commits. To use it, simply execute the tig command from within a Git repository. In the 
following example screenshot, I’ve executed tig from within a Git repository on one of my servers:

Figure 23.1: An example of the tig command, looking at a repository for example scripts

While using tig, you’ll see a list of Git commits, along with their dates and comments that were entered 
with each. To inspect one, press the up and down arrows to change your selection, then press Enter on 
the one you want to view. You’ll see a new window, which will show you the commit hash (which is a 
long string of alphanumeric characters), as well as an overview of which lines were added or removed 
from the files within the commit. To revert one, you’ll first need to find the commit you want to revert 
to and get its commit hash. The tig command is great for finding this information. In most cases, the 
commit you’ll want to revert to is the one before the change took place. In my example screenshot, I 
fixed the syntax issue on 9/26/2020. If I want to restore that file, I should revert to the commit below 
that. I can get the commit hash by highlighting that entry and pressing Enter. It’s at the top of the 
window. Then, I can exit tig by pressing q, and then revert to that commit:

git checkout <commit hash>

And just like that, the entire directory tree for the repository instantly changes to exactly what it was 
before the bad commit took place. I can then restart or reload the daemon for this repository, and it 
will be back to normal. 
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At this point, you’d want to test the application to make sure that the issue is completely fixed. After 
some time has passed and you’re finished testing, you can make the change permanent. First, we 
switch back to the most recent commit:

git checkout main

Then, we permanently switch back to the commit that was found to be working properly:

git revert --no-commit <commit hash>

Then, we can commit our reverted Git repository and push it back to the server:

git commit -a -m "The previous commit broke the application. Reverting."git 
push origin master

As you can see, Git is a very useful ally to utilize when managing configuration files on your servers. 
This benefits disaster recovery, because if a bad change is made that breaks a daemon, you can easily 
revert the change. If the server were to fail, you can recreate your configuration almost instantly by 
just cloning the repository again. There’s certainly a lot more to Git than what we’ve gone over in this 
section, so feel free to pick up a book about it if you wish to take your knowledge to the next level. 
But in regard to managing your configuration with Git, all you’ll need to know is how to place files 
into version control, update them, and clone them to new servers. Some services you run on a server 
may not be a good candidate for Git, however. For example, managing an entire MariaDB database 
via Git would be a nightmare, since there is too much overhead with such a use case, and database 
entries would likely change too rapidly for Git to keep up. Use your best judgment. If you have some 
configuration files that are only manipulated every once in a while, they’ll be a perfect candidate for Git.

Backups are one of those things that some people don’t seem to take seriously until it’s too late. Data 
loss can be a catastrophic event for an organization, so it’s imperative that you implement a solid 
backup plan. In the next section, we’ll look at what that entails.

Implementing a backup plan
Creating a solid backup plan is one of the most important things you’ll ever do as a server administrator. 
Even if you’re only using Ubuntu Server at home as a personal file server, backups are critical. During 
my career, I’ve seen disks fail many times. I often hear arguments about which hard disk manufacturer 
beats others in terms of longevity, but I’ve seen disk failures so often, I don’t trust any of them. All 
disks will fail eventually, it’s just a matter of when. And when they do fail, they’ll usually fail hard with 
no easy way to recover data from them. A sound approach to managing data is that any disk or server 
can fail, and it won’t matter, since you’ll be able to regenerate your data from other sources, such as 
a backup or secondary server.

There’s no one best backup solution, since it all depends on what kind of data you need to secure, and 
what software and hardware resources are available to you. For example, if you manage a database 
that’s critical to your company, you should back it up regularly. If you have another server available, 
set up a replication secondary server so that your primary database isn’t a single point of failure. Not 
everyone has an extra server lying around, so sometimes you have to work with what you have available.



Chapter 23 539

This may mean that you’ll need to make some compromises, such as creating regular snapshots of 
your database server’s storage volume or regularly dumping a backup of your important databases to 
an external storage device.

The rsync utility is one of the most valuable pieces of software around to server administrators. It 
allows us to do some really wonderful things. In some cases, it can save us quite a bit of money. For 
example, online backup solutions are wonderful in the sense that we can use them to store off-site 
copies of our important files. However, depending on the volume of data, they can be quite expensive. 
With rsync, we can back up our data in much the same way, with not only our current files copied over 
to a backup target but also differentials. If we have another server to send the backup to, even better.

At one company I managed servers for, they didn’t want to subscribe to an online backup solution. To 
work around that, a server was set up as a backup point for rsync. We set up rsync to back up to the 
secondary server, which housed quite a lot of files. Once the initial backup was complete, the secondary 
server was sent to one of our other offices in another state. From that point forward, we only needed 
to run rsync weekly, to back up everything that had been changed since the last backup. Sending files 
via rsync to the other site over the internet was rather slow, but since the initial backup was already 
complete before we sent the server there, all we needed to back up each week was differentials. Not 
only is this an example of how awesome rsync is and how we can configure it to do pretty much what 
paid solutions do but the experience was also a good example of utilizing what you have available to you.

Since we’ve already gone over rsync in Chapter 12, Sharing and Transferring Files, I won’t repeat too 
much of that information here. But since we’re on the subject of backing up, the --backup-dir option 
is worth mentioning again. This option allows you to copy files that would normally be replaced to 
another location. As an example, here’s the rsync command I mentioned in Chapter 12, Sharing and 
Transferring Files:

CURDATE=$(date +%m-%d-%Y)
export $CURDATE
sudo rsync -avb --delete --backup-dir=/backup/incremental/$CURDATE /src /target  

This command was part of the topic of creating an rsync backup script. The first command simply 
captures today’s date and stores it in a variable named $CURDATE. In the actual rsync command, we 
refer to this variable. The -b option (part of the -avb option string) tells rsync to make a copy of any 
file that would normally be replaced. If rsync is going to replace a file on the target with a new version, 
it will move the original file to a new name before overwriting it. The --backup-dir option tells rsync 
that when it’s about to overwrite a file, to put it somewhere else instead of copying it to a new name. 
We give the --backup-dir option a path, where we want the files that would normally be replaced to 
be copied. In this case, the backup directory includes the $CURDATE variable, which will be different 
every day. For example, a backup run on 8/16/2022 would have a backup directory of the following 
path, if we used the command I gave as an example:

/backup/incremental/8-16-2022
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This essentially allows you to keep differentials. Files on /src will still be copied to /target, but the 
directory you identify as --backup-dir will contain the original files before they were replaced that day.

On my servers, I use the --backup-dir option with rsync quite often. I’ll typically set up an external 
backup drive, with the following three folders:

•	 current

•	 archive

•	 logs

The current directory always contains a current snapshot of the files on my server. The archive 
directory on my backup disks is where I point the --backup-dir option. Within that directory will be 
folders named with the dates that the backups were taken. The logs directory contains log files from 
the backup. Basically, I redirect the output of my rsync command to a log file within that directory, 
each log file being named with the same $CURDATE variable so I’ll also have a backup log for each day 
the backup runs. I can easily look at any of the logs for which files were modified during that backup, 
and then traverse the archive folder to find an original copy of a file. I’ve found this approach to work 
very well. Of course, this backup is performed with multiple backup disks that are rotated every week, 
with one always off-site. It’s always crucial to keep a backup off-site in case of a situation that could 
compromise your entire local site.

The rsync utility is just one of many you can utilize to create your own backup scheme. The plan you 
come up with will largely depend on what kind of data you’re wanting to protect and what kind of 
downtime you’re willing to endure.

Ideally, we would have an entire warm site with servers that are carbon copies of our production 
servers, ready to be put into production should any issues arise, but that’s also very expensive, and 
whether you can implement such a routine will depend on your budget. However, Ubuntu has many 
great utilities available that you can use to come up with your own system that works. If nothing else, 
utilize the power of rsync to back up to external disks and/or external sites.

A tool that is very valuable when working to recover physical servers is USB recovery media, such as 
flash drives with a bootable ISO image written to them. In the next section, we’ll take a look.

Utilizing bootable recovery media
The concept of live media is a wonderful thing, as we can boot into a completely different working 
environment from the operating system installed on our device and perform tasks without disrupting 
installed software on the host system. The desktop version of Ubuntu, for example, offers a complete 
computing environment we can use in order to not only test hardware and troubleshoot our systems 
but also browse the web just as we would on an installed system. In terms of recovering from disasters, 
live media becomes a saving grace.

As administrators, we run into one problem after another. This gives us our job security. Computers 
often seemingly have a mind of their own, failing when least expected (as well as seemingly every 
holiday). Our servers and desktops can encounter a fault at any time, and live media allows us to separate 
hardware issues from software issues, by troubleshooting from a known good working environment.
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One of my favorites when it comes to live media is the desktop version of Ubuntu. Although geared 
primarily toward end users who wish to install Ubuntu on a laptop or desktop, as administrators we can 
use it to boot a machine that normally wouldn’t, or even recover data from failed disks. For example, 
I’ve used the Ubuntu live media to recover data from both failed Windows and Linux systems, by 
booting the machine with the live media and utilizing a network connection to move data from the 
bad machine to a network share. Often, when a computer or server fails to boot, the data on its disk is 
still accessible. Assuming the disk wasn’t encrypted during installation, you should have no problem 
accessing data on a server or workstation using live media such as Ubuntu live media.

Sometimes, certain levels of failure require us to use different tools. While Ubuntu’s live media is great, 
it doesn’t work for absolutely everything. One situation is a failing disk. Often, you’ll be able to recover 
data using Ubuntu’s live media from a failing disk, but if it’s too far gone, then the Ubuntu media will 
have difficulty accessing data from it as well. Tools such as Clonezilla specialize in working with hard 
disks and may be a better choice.

Live media can totally save the day. The Ubuntu live image in particular is a great boot disk to have 
available to you, as it gives you a very extensive environment you can use to troubleshoot systems 
and recover data.

One of the best aspects of using the Ubuntu live image is that you won’t have to deal with the underlying 
operating system and software set at all, you can bypass both by booting into a known working desktop, 
and then copy any important files from the drive right onto a network share. Another important feature 
of Ubuntu live media is the memory test option. Quite often, strange failures on a computer can be 
traced to defective memory. Other than simply letting you install Ubuntu, the live media is a Swiss 
Army knife of many tools you can use to recover a system from disaster. If nothing else, you can use 
live media to pinpoint whether a problem is software- or hardware-related. If a problem can only be 
reproduced in the installed environment but not in a live session, chances are a configuration problem 
is to blame. If a system also misbehaves in a live environment, it may help you identify a hardware 
issue. Either way, every good administrator should have live media available to troubleshoot systems 
and recover data when the need arises.

Summary
In this chapter, we looked at several ways in which we can prevent and recover from disasters. Having 
a sound prevention and recovery plan in place is an important key to managing servers efficiently. 
We need to ensure we have backups of our most important data ready for whenever servers fail, and 
we should also keep backups of our most important configurations. Ideally, we’ll always have a warm 
site set up with preconfigured servers ready to go in a situation where our primary servers fail, but 
one of the benefits of open source software is that we have a plethora of tools available to us that we 
can use to create a sound recovery plan. In this chapter, we looked at leveraging rsync as a useful 
utility for creating differential backups, and we also looked into setting up a Git server we can use 
for configuration management, which is also a crucial aspect of any sound prevention plan. We also 
talked about the importance of live media in diagnosing issues.
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And with this chapter, this book comes to a close. Writing this book has been an extremely joyful 
experience. I was thrilled to write the first edition when Ubuntu 16.04 was in development, it was a 
fun project to write the second edition and update it to cover Ubuntu 18.04, the third edition for 20.04, 
and I’m even more thrilled to have had the opportunity to update this body of work yet again for 22.04 
in this latest edition. I’d like to thank each and every one of you, my readers, for taking the time to read 
this book. In addition, I would like to thank all of the viewers of my YouTube channel, Learn Linux TV 
(https://www.learnlinux.tv), because I probably wouldn’t have had the opportunity to write this in 
the first place had it not been for my viewers helping make my channel so popular.

I’d also like to thank Packt Publishing for giving me the opportunity to write a book about one of my 
favorite technologies. Writing this book was definitely an honor. When I first started with Linux in 
2002, I never thought I’d actually be an author, teaching the next generation of Linux administrators 
the tricks of the trade. I wish each of you the best of luck, and I hope this book is beneficial to you 
and your career.

For additional content, be sure to check out https://learnlinux.tv for even more content. I have 
quite a few training videos available there, free of charge.
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